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1
Introduction

In modern applications of computer science we often want to build machines that
can see: Where are the children that our autonomous vehicle will pass by in a
few seconds? Where are the players in the video recording of a football match?
Where are the operators of a semi-autonomous robot for an assembly line? Be it
to increase the safety of autonomous vehicles, to automate repetitive tasks or to
allow for simpler and more natural human-machine interaction - machines that
can see are needed in many situations. However, while it is easy to connect a
cheap camera to a computer and to record a video with it, programming the
computer to understand even a single image is a remarkably difficult task. It
becomes even more difficult when an entire video must be considered and when
we ask for very precise understanding, like “which pixels in this video show the
machine operator’s right hand?”.
Simply put, the goal of this thesis is to build and evaluate algorithms that
can identify objects in a video by assigning each pixel in the video to the object
instance it belongs to, or to mark it as background. This goal draws upon several
different research areas of computer vision, the study of algorithms that process
visual data like images and videos. Research questions that have previously been
considered separately - such as “where in this video is the machine operator’s right
hand?” and “which pixels correspond to a hand and which pixels are background?”
- now need to be considered jointly.
Often, the large variety in visual data makes it impossible to hand-write rules
that can identify objects in all possible contexts. Instead, it is necessary to
utilize algorithms that learn by example. Thus, this thesis will also deal with
machine learning. In recent years, the most utilized machine learning methods
in computer vision have been deep neural networks, cf. [GBC16]. These special
types of machine learning algorithms are now strong enough to detect many types
objects in images with a high success rate, see e.g. [RHGS15]. However, processing
video and making pixel precise predictions still poses significant challenges. In
particular, these algorithms need large amounts of data to solve a computer vision
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problem. Therefore, many of the techniques in this thesis have only become
feasible in recent years due to the availability of large scale datasets.
The thesis is structured as follows: In Chapter 2, we introduce various disciplines
of computer vision, discuss datasets, standard techniques and state-of-the-art
methods. We will see that, while computer vision researchers have solved increasingly difficult tasks, there remains a missing link between some of these disciplines.
This will lead us into Chapter 3 where we discuss the paper [VKO+ 19], which
this thesis contributed to and which was accepted to the CVPR 2019 conference.
It introduces a new computer vision task called “Multi-Object Tracking and
Segmentation” alongside datasets, evaluation metrics and a technique to solve
it. This technique makes use of instance embeddings (which will be discussed in
Chapter 2). Building upon this, in Chapter 4, we further analyze this technique
and subsequently, in Chapter 5, discuss alternative evaluation metrics for performance on this task. Then, in Chapter 6, we present an alternative technique based in instance embeddings of a different kind - that tackles some conceptual
shortcomings of the one introduced in [VKO+ 19]. We end the thesis in Chapter 7,
providing an outlook towards future research directions.
Chapter 2 discusses various published work. Chapter 3 contains joint work of
the thesis author and other contributors. The rest of the chapters contain the
author’s sole work.

2

2
Detection, Segmentation, Tracking:
Mapping the Landscape

As described in the introduction, this thesis deals with algorithms that find and
track objects in a video by making pixel-wise predictions about where an object
is in each frame. This problem statement has some similarities to other tasks
in computer vision: Some tasks deal with images, some with videos; some aim
for bounding box predictions, some for pixel accuracy. An overview is given in
Figures 2.1 and 2.2. In this chapter, we introduce and differentiate between these
tasks as well as discuss commonly used datasets and techniques for solving them.

2.1 Detection
Detection is the task of recognizing object instances in an image. Objects can
come from a known set of classes (e.g. cats, dogs, houses, persons) or adhere to
a more generic definition of what constitutes an object (see e.g. [OVL+ 19]). In
detection, an object’s location is usually described by four numbers indicating
its axis-aligned enclosing bounding-box. In this thesis, we are mainly interested
in two object classes: pedestrians and cars. These are especially important in
autonomous driving settings. They are also covered in many of the datasets
discussed in this chapter.
Some datasets that contain images with bounding box annotations for the
detection task include PascalVOC [EVGW+ 10], COCO [LMB+ 14] and Mapillary
[NORBK17]. They contain several tens of thousands of images where each object
belonging to one of the defined classes is annotated with a bounding box, see e.g.
Figure 2.1b. Such datasets can be used to evaluate and rank the performance of
detection algorithms as well as to train machine learning based methods.
Many approaches to object detection in images involve sliding window search
for an object template. Once a template is given, it is compared to the input
image at various positions and scales. Combinations of position and scale where
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2.1. Detection

(a) Image classification

(b) Detection

(c) Semantic segmentation

(d) Instance segmentation

Figure 2.1: Recognizing objects in images. Figure from [LMB+ 14]. In image
classification (a), we are merely interested in the kinds of objects that
are shown in an image, but not their number or position. Typically,
the images considered here show just a single object. In detection (b),
each object must be localized through a bounding box, along with
its class (blue for sheep, red for dogs etc.). In semantic segmentation
(c), each pixel is assigned a class, but individual objects of a class are
not separated. Instance segmentation (d) can be seen as an extension
of these, where individual objects are located precisely through the
pixels that belong to them.

(a)

(b)
Figure 2.2: Recognizing objects in videos. In single-object tracking (a, images
from [MBG+ 18]), we want to identify the same object in every frame
of a video using bounding boxes. The object of interest is usually given
in the first frame. Other objects of the same class are not tracked. In
multi-object tracking (b, images from [LTMR+ 15]), we want to track
every instance of a class.
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the template is very similar to the image are possible object locations. Since
there are usually multiple such combinations for a single object instance that fit
well, an additional non-maximum-suppression step is performed that aggregates
very similar position and scale pairs together. The remaining pairs then give the
locations of object instances for this template in the image.

Figure 2.3: Illustration of convolution operation. Figure from [DV16]. A
kernel (gray) is applied to each position in an image (blue) by multiplying and summing up, resulting in the output (green) of the convolution
operation. This kernel’s receptive field is 3 × 3, referring to its size
and thus the amount of input it processes at each position.

The current state-of-the-art in object detection is based on convolutional neural
networks (CNNs). Similar to the use of templates before, a single CNN layer
applies a kernel to each position in the input image in a sliding-window fashion, see
Figure 2.3. The size of this kernel is also referred to as the kernel’s receptive field.
Crucially though, the kernel is not fixed but learned: An error function between
the layer’s output and the desired result is defined and subsequently minimized by
first computing gradients of the error with regard to the kernel parameters (using
the backpropagation algorithm) and then applying an optimization technique
like gradient descent. Usually, several kernels are applied in parallel in a layer,
each producing a feature map. These feature maps can be thought of as internal
intermediate results and can serve as the network’s output or as input to subsequent
layers. Several CNN layers can be stacked, together with non-linear activation
functions and pooling operations, to obtain so-called deep convolutional neural
networks. These have achieved advances in various disciplines of computer vision.
We refer to [GBC16,DV16] for an in depth introduction to CNNs.

5
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Through stacking several layers, CNNs are able to learn appropriate internal
representations of the image automatically. These representations are produced by
the initial layers of the network, also called the feature extraction stage. Commonly
used feature extractors like VGG [SZ14], ResNet [HZRS16] or Xception [Cho17]
can be trained on tasks like image classification (where usually only the primary
object class present in an image must be found, see Figure 2.1a). Annotations
for image classification can be created easily (e.g. [DDS+ 09]), while the feature
representations learned on this task can then be used for other tasks like detection
(see [YCBL14]), where obtaining training data is much more costly. Such kind of
transfer learning is commonly used in computer vision and for neural networks in
particular.

(a)

(b)

Figure 2.4: Overview of the Faster R-CNN object detector. Figure (a)
from [RHGS15], Figure (b) from [LAE+ 16]. An image is first passed
through a feature extraction stage (conv layers), whereupon a subnetwork (Region Proposal Network ) predicts possible object boxes,
so-called proposals. These are only predicted at a fixed grid and certain
aspect ratios, see (b). The image features corresponding to proposal
boxes are taken from the feature extraction output (RoI pooling) and
subsequently classified to get the object class of this box.
A very powerful CNN-based object detector is Faster R-CNN ([RHGS15], see
Figure 2.4a). This detection algorithm first uses a VGG feature extraction stage to
obtain a representation of the input image. From this, proposal boxes of different
sizes and positions are extracted according to a fixed grid, see also Figure 2.4b.
These proposal boxes are also called regions-of-interest (RoI). The most likely
boxes are fed into a classification and box regression branch. These two subnetworks predict a probability distribution over classes and optimize the boxes’
positions and scale relative to the fixed grid. Boxes are then assigned their most
likely class and position and undergo a final non-maximum suppression step. In
order to train the neural network layers to perform these predictions, standard
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loss functions such as the cross-entropy loss for the class probabilities and the l1
regression loss for the position and scale adjustments are used. Again, we refer to
[GBC16] for details on these losses.
To evaluate machine learning algorithms, one gathers data which has not been
provided to the algorithm during training, performs prediction on this data and
compares the output to the correct result - also called ground truth - using an
evaluation metric. A single detected bounding box can be compared to a ground
truth instance by their intersection-over-union (IoU), i.e. the fraction of pixels
they share over their combined size. So if the set P corresponds to the pixels in
a predicted bounding box and G to the pixels of a ground truth bounding box,
their intersection-over-union is obtained as
IoU =

|P ∩ G|
.
|P ∪ G|

(2.1)

Now, to evaluate the output of an object detection algorithm on an image or
entire dataset, a threshold T for these IoU values is chosen, e.g. T = 0.5. The
algorithm’s precision (fraction of predictions having an IoU > T with some ground
truth box; duplicates count as misses) and recall (fraction of ground truth boxes
having an IoU > T with some predicted box) are computed given a minimum
value D for the detector confidence. Let D(r) denote the value of D such that
the obtained recall is r. Let also Precision(D) denote the precision obtained at a
minimum confidence D. Then



AP = avgr∈[0,1] Precision D(r)
(2.2)
is the average precision of the object detector, see e.g. [EVGW+ 10]. This is a
common choice to evaluate detection algorithms. Usually, this metric is averaged
over classes and also sometimes averaged over different choices for T , see [LMB+ 14].

2.2 Semantic Segmentation
The goal of semantic segmentation is to assign a class to each pixel of an image, see
Figure 2.1c. Potential classes might be person, car or reindeer, but also sky, sea or
street, i.e. classes that are not usually understood as separate objects. Therefore,
semantic segmentation methods do not differentiate between instances of a class
(like individual persons or cars). However, since the semantic segmentation of
an image provides the contours of class regions, it can contain more precise
information on object shape than mere bounding boxes. Datasets for this task
include COCO [LMB+ 14] and Cityscapes [COR+ 16].
A classical approach to this task involves learning Gaussian mixture models for
the color distributions associated with different classes in labeled training data. A
test image can then be segmented by maximizing the posterior probability of the

7
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2.2. Semantic Segmentation

Figure 2.5: Using CNNs for semantic segmentation. Figure from [LSD15].
During processing, the input image is gradually reduced in size. However, the number of feature maps (numbers below boxes) increases.
The final number of feature maps - 1000 - corresponds to the number of
object classes. This representation then gives a “heatmap” of possible
locations for a class (here a tabby cat).
images’ pixels given possible classes (see e.g. [FP02]). Such a simple, purely color
based approach can fail under different lighting or when other object classes with
similar colors appear in the image.
In theory, it is not difficult to obtain semantic segmentation predictions in a
CNN setting by simply stacking multiple convolutional layers and interpreting
the outputs of the final layer as a probability distribution over classes for each
pixel. The system could then be trained using a standard cross-entropy loss.
However, this straightforward approach is usually intractable due to memory
and computation constraints, in particular when intermediate results need to
be cached for backpropagation during training. Thus, most CNN techniques for
semantic segmentation drastically reduce image size during internal processing, see
Figure 2.5. The resulting low resolution segmentation may be imprecise at object
boundaries of smaller objects. To improve the segmentation quality, upscaling
layers like transposed convolutions (see e.g. [DV16]) or resize-convolutions [ODO16]
may be used. In the latter, the network’s internal representation is first upscaled
using traditional image processing techniques like nearest neighbor or bilinear
upsampling. The result is again processed by convolutional layers.
Even more advanced techniques reincorporate information from the earlier,
higher resolution stages of the network during upscaling. DeepLabV3+ [CZP+ 18],
a state-of-the-art method for semantic segmentation, appends intermediate results
from the earlier processing stages to a bilinearly upscaled version of the internal
representation. The result undergoes some additional convolutional layers and is
then upscaled again, see Figure 2.6a.
DeepLabV3+ also applies a combination of special convolutional layers, called
atrous separable convolutions, before this upscaling to further refine the internal
representation. In separable convolutions, each feature map produced by the
previous layer is processed individually and different feature maps are then
combined through a convolution with a 1 × 1 receptive field (Figure 2.6b and
2.6c). Compared to standard convolutions, which process all feature maps at once,
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(b)

(c)

(d)

(a)

Figure 2.6: Overview of DeepLabV3+ for semantic segmentation. Figures
from [CZP+ 18]. DeepLabV3+ uses both so-called spatial pyramid
pooling on top of its feature extraction stage (a, left hand side),
which combines several convolutions with varying receptive fields, and
information from the earlier stages during upscaling (a, right hand side)
to obtain the final prediction. The building blocks of spatial pyramid
pooling are shown in Subfigures (b) to (d): Depthwise separable
convolutions reduce the number of necessary kernel parameters by
processing feature maps first individually (b) and then through a 1 × 1
convolution (c). Atrous convolutions (d) “thin out” their kernels across
the input feature maps. Compare this to Figure 2.3, where only the
direct neighbors are considered.

this can significantly reduce the number of kernel parameters required. In atrous
convolutions, the kernel entries are distributed further apart from each other (at
a distance called the rate), so that a larger receptive field can be covered without
introducing more parameters, see Figure 2.6d. Atrous separable convolutions
utilize both of these concepts. Several of these special convolutional layers at
different rates are combined into a single layer, called atrous spatial pyramid
pooling. This, together with the improved upscaling, allows DeepLabV3+ to
produce very accurate semantic segmentation.
Semantic segmentation can be evaluated by considering the intersection over
union of predicted and ground truth pixels for each class. So if the set P contains
all pixels in a dataset that are assigned a certain class by a semantic segmentation
method and G contains all pixels of this class according to ground truth, then
their IoU can be computed using the familiar Equation 2.1. To obtain a single
score, the mean value over the intersection over union scores for each class is
computed. The resulting mean IoU (abbreviated as mIoU) is a common metric
for semantic segmentation.
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2.3 Instance Segmentation
While object detection is concerned with identifying individual objects via their
bounding boxes, semantic segmentation deals with pixel-accurate predictions, but
does not consider separate instances of the same class. In instance segmentation
individual object instances must be found with pixel-accuracy. So instead of
bounding boxes, this task is concerned with so-called pixel masks, see Figure 2.1d.
Popular datasets for instance segmentation are COCO [LMB+ 14] and Mapillary
[NORBK17].
In Mask R-CNN [HGDG17], the authors propose a simple extension of Faster
R-CNN (described in Section 2.1) such that for each detected box a pixel mask
is predicted (in addition to the probability distribution over classes and the
regressed bounding box provided in Faster R-CNN). This mask is obtained from
the same features used for class prediction and bounding box regression through
an additional transposed convolution and subsequent convolutional layer. To train
the mask prediction, a binary cross-entropy loss is minimized that encourages
the prediction to be strong at pixels belonging to the object and weak at all
others. The authors also introduce a more intricate RoI pooling stage and show
that training to predict pixel masks also improves performance for bounding box
detection. Figure 2.7 gives a full overview of the Mask R-CNN system.
The most common metric to evaluate instance segmentation algorithms is
average precision, as already described in Section 2.1. Here, all IoU calculations
are simply performed on pixel masks instead of bounding boxes.

Bounding Box
Regression

Classification
+ Scoring
Feature
Extraction

Region
Proposal
Network

CAR:0.99
0.99
CAR:
0.99
CAR:
CAR:
0.99
CAR:
0.99

Loss Image Instance
Segmentation
Ground Truth

Mask
Generation

Figure 2.7: Overview of the Mask R-CNN system for instance segmentation. Figure adapted from [VKO+ 19]. An input image is processed
by a feature extraction stage, whereupon box-proposals are generated
(cf. Figure 2.4a) and then input to different heads. Compared to
Faster R-CNN another head for prediction of pixel masks is added,
highlighted in yellow.
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2.3.1 Panoptic Segmentation
Instance segmentation only deals with classes that have clearly identifiable instances (i.e. cars but not sky), while a semantic segmentation of an image assigns
information to all pixels but ignores instance boundaries. A more complete description of an image is given by panoptic segmentation [KHG+ 18], which aims
at unifying both tasks. However, panoptic segmentation will not be considered
further in this thesis.

2.4 Video Processing
The computer vision tasks introduced up until this point deal with single images.
In order to process a video, it would be possible to apply e.g. an object detection
technique on every single frame of the video separately. However, to identify
the same instance in different frames, it becomes necessary to link information
over time. In single-object tracking, the task is to localize a given object in
every frame of a video via bounding boxes (see Figure 2.2a). The object may
disappear, reappear, change pose and appear in conjunction with very similar
looking objects. This makes tracking generally a difficult problem. Datasets
for the single-object tracking task include YouTube-BoundingBoxes [RSM+ 17],
VOTChallenge [KML+ 16], OTB [WLY15] and ALOV [SCC+ 14].
A classical approach to tracking uses a known template of the object to be
tracked (e.g. the object’s appearance in a previous frame) and attempts to match
it to the pixels in the current frame: The template is warped into the current
frame and this warp is improved iteratively by minimizing the difference in pixel
intensities between warped template and cropped current frame (see [LK81]).
This can be problematic when the object undergoes large motion or appearance
changes between frames. It also requires some mechanism to decide if and how the
template to be tracked should be updated. These problems are amplified when
moving from single-object to multi-object tracking.

2.4.1 Multi-Object Tracking
When the number of objects to be tracked is unknown and may be larger than
one, we speak of multi-object tracking. This thesis is concerned with tracking
cars and pedestrians in videos for the purpose of autonomous driving. Thus, the
objects we consider can appear or disappear at any point in the video. They may
also look quite similar to each other. There are thus three problems that need
to be solved: First of all, objects must be detected wherever they appear. These
detections must be associated across frames to identify the same objects across
the video. For this step, it can be useful to predict where an object might appear
next, given its previous movements. Multi-object tracking datasets that focus on
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classes relevant to autonomous driving include KITTI [GLU12], MOTChallenge
[LTMR+ 15,MLTR+ 16] and UA-DETRAC [WDC+ 15].
One common approach for multi-object tracking is tracking-by-detection, where
object detectors are used to identify boxes of objects in each frame (so-called
detections) and these boxes are then associated between frames of the video,
forming tracks. For example, given some measure of similarity between two
detections, the Hungarian algorithm [Kuh55] may be used to find a perfect
matching of detections from a current and its previous frame. This way, detections
in the current frame are either assigned to a detection in the previous frame,
identified as new objects or false alarms. More elaborate methods like multihypothesis tracking [Rei79,KLCR15] store a set of possible assignments (called
hypotheses) of detections into tracks, predict likely continuations of the tracks (e.g.
with a linear Kalman filter [Kal60]) and then update their hypotheses. Crucially,
several possible assignments of detections into tracks are considered at the same
time so that ambiguities can be resolved by taking into account information from
across the video.
Deep learning techniques have seen less immediate success in multi-object
tracking than in the aforementioned tasks, mainly due to the difficult combinatorial
problem of data association (deciding which detections should form tracks). Since
this problem deals with sequence data, it is usually approached with recurrent
neural networks (RNNs, see [GBC16] for an introduction). The authors in
[MRD+ 17] use a combination of RNNs to predict appearance, disappearance
and movement of individual targets and also handle the association of new
detections with existing tracks with an RNN. However, their method does not
utilize information about the appearance of tracked objects. In [SAS17], several
RNNs model motion, appearance and interaction of targets respectively. They
ultimately predict association scores that are input to a traditional Hungarian
matching step. Somewhat similar to this is [LLT17], where a single RNN is
supplied with position and appearance information for multiple boxes in each
frame. Again, association scores for Hungarian matching are obtained. Here,
however, object detection is directly integrated into the same network that also
produces these association scores.
There are also other ways to utilize neural networks for tracking: The authors
in [FXLS18] use RNNs to fill an external memory containing previous frame
occurrences for each track and match new detections depending on their similarity
to the examples in memory. In [KLR18], the traditional multi-hypothesis tracking
approach is combined with an RNN that scores how likely it is that a hypothesis
is real. When only one target needs to be tracked, data association becomes
much simpler. Here, convolutional neural networks have been successful at finding
objects by taking a template, processing it through the same (“Siamese”) network
layers as the input image and comparing the resulting representations (see e.g.
[TGS16,LYW+ 18]). Tracking has also been explored in deep reinforcement learning
settings for single objects (see e.g. [YCY+ 17]), but this becomes more difficult
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Figure 2.8: Discrepancies in multi-object tracking ground truth. Figure
from [MSR13]. Different colors indicate three different ground truth
annotations. Their large variety makes it difficult to match boxes belonging to the same object. This is amplified further when considering
hypothesized boxes produced by a tracking method.

when multiple objects mean that the space of possible actions becomes much
larger.
To judge the quality of a multi-object tracking method, one compares the
hypothesized tracks of that method (containing detections and their assignments
into tracks of individual objects) and the ground truth tracks for some dataset.
Ideally, if both hypothesized and ground truth tracks were very accurate, one could
simply assign each hypothesis to exactly one ground truth track and vice versa. In
practice, multi-object tracking techniques make many mistakes such as missing an
object in a frame or detecting it multiple times, predicting multiple hypotheses for
the same ground truth track, or extending a hypotheses over several ground truth
tracks, cf. [LTMS+ 17]. Often ground truth boxes themselves are inaccurate and
may look quite different depending on the annotator, see e.g. Figure 2.8. Thus,
in the beginning of any multi-object tracking evaluation, detected boxes are first
matched to ground truth boxes depending on their IoU. Since many hypothesized
boxes can have large IoUs with the same ground truth box, this step is non-trivial
and is usually solved using the Hungarian algorithm. After this matching, the
tracking performance can be evaluated.
A very common multi-object tracking metric is Multi-Object Tracking Accuracy
[BS08], abbreviated as MOTA. Let M be the set of all ground truth boxes in
the video and let T P be the subset of hypothesized boxes that were successfully
matched to one of the boxes in M (i.e. the set of true positives). Let further F P
be all false positives (predicted boxes that were not matched to any box in M )
and IDS the set of ID switches, containing hypothesized boxes matched to some
m ∈ M whose predecessor (the previous box in the ground truth track of m) was
assigned to a box from a different hypothesized track. Then

MOTA =

|T P | − |F P | − |IDS|
,
|M |

(2.3)
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so all true positives contribute to the score, whereas false positives and ID
switches are counted as errors. T P and F P consider detection quality, whereas
IDS considers whether tracks are consistent (i.e. whether occurrences of the same
object in different frames are assigned to the same hypothesized track).
An alternative to MOTA are the metrics described in [RSZ+ 16]. Here, each
track (ground truth or hypothesis) is assigned to at most one track of the other
kind. Only boxes shared by these pairs are counted as true positives. A ground
truth box matched to any other hypothesized track than its paired hypothesis
track is a false negative (vice versa for hypothesized tracks and false positives). Let
T P 0 , F P 0 , F N 0 denote the sets of true positives, false positives and false negatives
defined in this way. The assignment into pairs is computed as a perfect matching
to minimize the sum |F P 0 | + |F N 0 |. Then the IDR and IDP metrics are simply the
recall and precision metrics obtained using these sets and IDF1 is their harmonic
mean, so
IDR =

|T P 0 |
IDR · IDP
|T P 0 |
,
IDP
=
, IDF 1 = 2 ·
. (2.4)
0
0
0
0
|T P | + |F P |
|T P | + |F N |
IDR + IDP

While MOTA penalizes all ID switches, IDF1 simply penalizes any prediction
that is not in the paired ground truth track for that hypothesis. Chapter 5 deals
with these metrics in further depth.

2.4.2 Embedding Learning for Videos
Convolutional neural networks are known to be very successful at learning embeddings for pixels or patches of images (see e.g. [HBL17]). These embeddings
represent an object (e.g. a detection in a tracking-by-detection algorithm) as a
vector in some metric space, where similar and dissimilar objects have embeddings
that are close or far apart respectively. In the context of multi-object tracking,
where we want to identify object instances from some classes, we also speak of
instance embeddings. Instead of defining these object representations explicitly,
neural networks can be trained to generate them using certain loss functions (see
below). Because of this, embeddings are especially useful when neural networks
need to perform grouping of entities that belong together, see [NHD17]. In object
detection, embeddings can be used to group pixels that belong to corners of the
same bounding box. This then replaces the grid-based architecture of Faster
R-CNN for bounding box prediction, see [LD18]. They can also be used for
tracking: Embedding vectors can be computed for each detection and tracks are
then formed from detections whose embeddings are similar.
A variety of loss functions have been proposed to learn embeddings. Let E be a
set of embeddings (e.g. for pixels in an image or detections given by an object
detector) and write ide for the identity of the object that some embedding e ∈ E
belongs to. Let further α ∈ R+ be a parameter called the margin of the loss.
Then the classical contrastive loss [HCL06] is simply the distance of embeddings
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Figure 2.9: Triplet losses. Figure from [SKP15]. Three embeddings are chosen,
two belonging to the same object (Anchor and Positive) and one
belonging to another (Negative). By minimizing a triplet loss, Anchor
and Positive are moved closer together than Anchor and Negative.

belonging to the same object minus the distance of embeddings belonging to
different objects up to the margin α, so



LContrastive =

X X
1 X X

2
max(α − ke − dk, 0)2  ,
ke
−
dk
+

2
|E|
d∈E
d∈E
e∈E
e∈E
ide 6=idd

ide =idd

(2.5)
where the thresholding at α guarantees that embeddings for different objects are
not moved apart indefinitely and the loss can approach zero during minimization.
Another common strategy is choosing triplets of embeddings instead of pairs:
Each triplet contains a so-called anchor embedding, a positive example (i.e. another
embedding of the same object) and a negative example (an embedding of a different
object). The anchor and the negative example are now learned to be at least
a distance α further apart from each other than the anchor and the positive
example, see also Figure 2.9. Note that when training neural networks, only a
small number of images, called a batch, can be processed in each iteration and
thus E usually only contains embeddings for objects in one batch. For small |E|,
it is then possible to construct all such triplets and then minimize the batch all
triplet loss [HBL17]




X X
LBatch All = avg 
a∈E

p∈E

X


max (ka − pk − ka − nk + α, 0) ,

(2.6)

n∈E

ida =idp ida 6=idn

where “avg” (for average) indicates that the sum must be normalized over the
total number of triplets. It has also been proposed to choose only the “most
difficult” positive and negative examples per anchor (which are farthest away
or closest to the anchor, respectively). This way, the batch hard triplet loss is
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obtained and can be shown to outperform the batch all variant in some scenarios,
see [HBL17]:


X
1
(2.7)
max  max ka − pk − min ka − nk + α, 0
LBatch Hard =
n∈E:
p∈E:
|E| a∈E
ida =idp

ida 6=idn

Instead of taking only the very hardest triplets this way, one can also sort the
triplets by their loss magnitude and choose a fraction p of the hardest ones. This
will be referred to as the triplet loss with p-quantile sampling, see [Gru18].
When using embeddings for tracking it must be emphasized that these approaches are purely appearance based. Motion, which can be a strong cue for
tracking, is not explicitly incorporated.

2.4.3 Video Object Segmentation

(a)

(b)
Figure 2.10: Video object segmentation. Figure from [XYF+ 18]. In video
object segmentation, certain objects given in the first frame of a
video must be localized with pixel-accuracy in all subsequent frames.
A task related to instance segmentation and tracking in videos is video object
segmentation. Here, one or multiple objects need to be localized with pixel
accuracy in all frames of a video. However, the objects in question are known
before hand and given e.g. through their mask in the first frame that they appear
in. These objects may come from any class, but not every instance of the same
class needs to segmented (see e.g. Figure 2.10b). Thus, video object segmentation
is not a true tracking task. Common datasets used for this are the DAVIS datasets
[PPTM+ 16,PTPC+ 17,CMM+ 18] and Youtube-VOS [XYF+ 18]. Annotating these
datasets can be very time consuming, which is why usually only a few objects are
annotated per video.
Since this task was introduced in recent years, it has been studied extensively
using deep learning based approaches. A very powerful one is PReMVOS [LVL18],
which uses Mask R-CNN to find object proposals in each frame, refines the
resulting masks using a variant of DeepLabV3+ and employs mask warping using
optical flow as well as learned object embeddings to identify the same objects
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across frames and to match them to their first occurrences. While this achieves
high quality results, the procedure is quite slow and complicated. Other methods
like FEELVOS [VCS+ 19] rely exclusively on embeddings. In FEELVOS, these
embeddings are not learned explicitly through a loss as described in Subsection 2.4.2
but arise implicitly: Similar embeddings in past frames are found using correlation
search (see also [DFI+ 15]) and these correspondences are then used as cues to
classify which pixels belong to the objects in the current image. Such a procedure
can be learned, like other classification tasks, with a cross-entropy loss.

2.5 Multi-Object Tracking on the Pixel Level?
This chapter has offered a brief overview of computer vision tasks ranging from
detection and segmentation to tracking. While bounding-box-based detection
has traditionally been one of the most active fields and has been essential in
multi-object tracking-by-detection, boxes approximate most object shapes only
very coarsely. With recent advances in instance segmentation and video object
segmentation, it becomes possible to think about tracking also in terms of pixelaccurate predictions: multi-object tracking with pixel masks. However, up until
now, no dataset has provided annotations for pixel-accurate tracking of objects
from specific classes. There has also been no method to solve these tasks together.
Therefore, the next chapter describes our recent work which introduces both such
a dataset and a corresponding method.
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3
MOTS: Multi-Object Tracking and Segmentation

This chapter gives a brief overview of the paper “MOTS: Multi-Object Tracking
and Segmentation”, see [VKO+ 19], which I contributed to as part of this thesis.
The paper was submitted and accepted to the CVPR 2019 conference. This is
joint work of the thesis author with Paul Voigtlaender1 , Aljos̆a Os̆ep1 , Jonathon
Luiten1 , Berin Balachandar Gnana Sekar1 , Andreas Geiger2 and Bastian Leibe1 .

Figure 3.1: Recognizing objects in video with pixel accuracy. Figure from
[VKO+ 19], showing annotations from the KITTI MOTS dataset introduced in the paper. In multi-object tracking and segmentation,
every instance of a class must be tracked throughout the video, similar
to Figure 2.2b. However, as in Figure 2.1d, these instances must be
segmented per-pixel instead of being localized via bounding boxes.
The aim of this paper is to introduce a new task - multi-object tracking and
segmentation, abbreviated as MOTS - which combines multi-object tracking
with pixel precise instance segmentation. This means more accurate localization
of tracked objects as well as reducing ambiguities which arise from box-based
1
2

RWTH Aachen University
MPI for Intelligent Systems and University of Tübingen
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...

tracking, where several objects can have very similar bounding boxes in a frame,
see Figure 3.1.
The paper addresses MOTS by introducing new datasets, evaluation metrics
and a baseline method, called TrackR-CNN, for solving the task. The datasets are
based on the multi-object tracking bounding box annotations from KITTI [GLU12]
and MOTChallenge [MLTR+ 16], and are improved with instance segmentations.
These segmentations are generated in a semi-automatic way, where segmentation
masks are first suggested by a neural network based on DeepLabV3+ and then
manually improved by human annotators. This network is trained both on instance
segmentation data as well as the human annotations to predict segmentation masks
from given bounding boxes. For KITTI, both a training and a validation set are
provided and the resulting dataset is coined KITTI MOTS. For MOTChallenge,
annotations for four videos are provided, giving the MOTSChallenge dataset.
The evaluation metrics suggested in the paper are closely modeled after the
MOTA metric (cf. Subsection 2.4.1): The MOTSA (Multi-Object Tracking and
Segmentation Accuracy) metric is obtained from MOTA by matching according to
mask IoU rather than bounding box IoU. sMOTSA (soft Multi-Object Tracking
and Segmentation Accuracy) is then obtained from MOTSA by counting true
positives according to the quality of their mask overlap with the ground truth
masks. By operating on the pixel level, these metrics avoid the ambiguities in
comparing ground truth and hypothesized tracks for bounding boxes which were
discussed in Subsection 2.4.1: Tracked segmentation masks are simply matched
against the ground truth mask with which they have mask IoU above 0.5. This
way, each ground truth and tracked mask can be matched to at most one other
mask, see [KHG+ 18].
Finally, the paper introduces TrackR-CNN as a baseline method for the MOTS
task and shows that training on the new data yields benefits both over training on
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Figure 3.2: The TrackR-CNN system. Figure from [VKO+ 19]. An additional
head, which produces embedding vectors per detection, and 3D convolutions over time are added on top of Mask R-CNN. See Figure 2.7
for a similar overview of pure Mask R-CNN. The differences are also
highlighted in yellow.
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pure instance segmentation or bounding box tracking data alone. This underlines
the importance of the new task and datasets. An overview of the TrackR-CNN
system is shown in Figure 3.2. TrackR-CNN is an extension of Mask R-CNN (see
Section 2.3), which adds 3D convolutions and an additional head to the network.
The 3D convolutions are computed over the time dimension and placed in front of
the region proposal network so that the object proposals for a frame can benefit
from image information of the adjacent frames. The additional head, called the
association head, produces an embedding vector per detections and is trained using
a batch hard triplet loss (see Equation 2.7). The distances between association
vectors are then used to merge the detections into tracks. Thus, tracking is purely
appearance based, i.e., no explicit motion cues are used. Since masks predicted
by Mask R-CNN may be overlapping, a final processing step becomes necessary
where for overlaps, only pixels belonging to the most confident detections are
retained.
sMOTSA
Car

TrackR-CNN (ours)
76.2
Mask R-CNN + maskprop
75.1
TrackR-CNN (box orig) + MG 75.0
TrackR-CNN (ours) + MG
76.2
GT Boxes (orig) + MG
GT Boxes (tight) + MG

MOTSA

MOTSP

Ped

Car

Ped

Car

Ped

46.8
45.0
41.2
47.1

87.8
86.6
87.0
87.8

65.1
63.5
57.9
65.5

87.2
87.1
86.8
87.2

75.7
75.6
76.3
75.7

77.3 36.5 90.4 55.7 86.3 75.3
82.5 50.0 95.3 71.1 86.9 75.4

Table 3.1: TrackR-CNN compared to other baselines on the KITTI
MOTS validation set. Table adapted from [VKO+ 19]. The results demonstrate that training on the new MOTS data yields benefits
over training on instance segmentation or bounding box tracking data.
Furthermore, bounding boxes are shown to be insufficient for accurate
results, even when ground truth boxes are used.
Results for TrackR-CNN on the KITTI MOTS validation set against several
baselines are shown in Table 3.1. Importantly, the results show that training
on the new MOTS data improves upon training on instance segmentation data
only (line 2) and upon training on box-based tracking data only (line 3). In
line 2, a conventional Mask R-CNN was trained to produce instance segmentations
on KITTI MOTS and the resulting masks where combined into tracks using
precomputed optical flow as in [LVL18] and [OMVL18]. In line 3, the mask head
of TrackR-CNN was disabled, the system was trained using the original KITTI
tracking dataset and masks were instead created in a second step by Mask R-CNN
(denoted by +MG), given only the bounding box. The tracking procedure remains
unaltered. Both baselines perform worse than the default TrackR-CNN, which
produces masks and tracking information at the same time. Line 4 shows that
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adding masks using Mask R-CNN to the default TrackR-CNN results does not
change results dramatically.
Lines 5 and 6 further illustrate that even using the ground truth bounding
box tracks from KITTI tracking (GT orig) or KITTI MOTS (GT tight), the
MOTS task cannot be solved simply by adding masks using the conventional
Mask R-CNN. This further validates the claim that bounding boxes are only a
very coarse approximation to an object’s shape.
In summary, the paper introduces the new MOTS task, provides datasets,
metrics and a baseline method. My contributions to the paper are as follows:
• I wrote large parts of the TrackR-CNN code, based upon an existing Mask
R-CNN implementation and further code by Paul Voigtlaender.
• I performed most of the experiments using TrackR-CNN on the KITTI
MOTS dataset, both during several iterations of initial experiments and for
the submitted as well as final version of the paper.
• I wrote parts of the tracking procedure for TrackR-CNN and the procedure
for hyperparameter tuning.
• I wrote the MOTS evaluation and visualization toolkit, in some parts
using code from the KITTI tracking evaluation development kit and some
visualization procedures by Paul Voigtlaender.
• I contributed by writing on and improving on all sections of the paper both
during the submission and the process of preparing the final version.
• I contributed to the rebuttal during the submission process, including by
writing the first draft.
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4
Further Experiments with TrackR-CNN

Chapter 3 discussed a baseline method for solving the task of multi-object tracking
and segmentation: TrackR-CNN. In this chapter, we will evaluate some alternative
configurations of that method. These experiments were not part of [VKO+ 19].

4.1 Finding Hyperparameters
In TrackR-CNN, similar to other deep learning systems, there are various components that might be replaced with alternatives (like the feature extraction
backbone, the various losses, the recurrent component, . . . ). Each of these components comes with its own set of hyperparameters (such as the number of layers,
convolution filter size, filter stride or number of feature channels, loss weighting
factors and parameters, . . . ). There are also hyperparameters related to the
training procedure itself like learning rate, batch size or optimizer.
A principled evaluation of all these options might involve replacing each component or hyperparameter individually to isolate their impacts. However, configuration options are often not independent from each other, so exploring several
parameter combinations becomes necessary. One way to approach this, called
grid search, is to simply discretize the space of parameter combinations and then
enumerate all such combinations. This quickly leads to a combinatorial explosion of the number of required trials, even if the chosen discretization is coarse.
Alternatively, in random search, a number of trials is fixed beforehand and the
hyperparamter configuration for each trial is then chosen randomly. This approach
was used for choosing the hyperparameters of the TrackR-CNN tracking algorithm
(see [VKO+ 19] for details on this). However, a very large parameter space may be
insufficiently covered if the fixed number of trials is low.
Another challenge arises from the random effects inherent in training deep
learning models. Layers are typically initialized randomly (unless they come
from a pretrained model). Furthermore, batches are drawn randomly so that
no two training runs are the same. Therefore, even when training exactly the
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4.2. Association Loss

same configuration multiple times, one typically ends up in several different local
optima. This also leads to random variations in performance scores. To alleviate
this, multiple training runs of the same model should be performed and their
performance averaged. However, this is usually impossible given the computational
cost of training just a single model once.
In this chapter, we will neither use grid nor random search to evaluate TrackRCNN, due to the aforementioned difficulties. Instead, we will focus on some design
choices and evaluate them by comparing them to the performance of the TrackRCNN default setup. While we may miss some more complicated interactions of
parameters this way, this approach is still feasible with our available computational
resources. As we also expect the random variations for a single configuration to
be rather small, we will use a single training run per model.
Unless noted otherwise, all experiments in this chapter follow the same setup
as described in Chapter 3. Therefore, we train each model on the KITTI MOTS
training set, use individual random tuning with 1000 runs on the training set for
determining the parameters of the tracking algorithm and then evaluate on the
KITTI MOTS validation set.

4.2 Association Loss Margin and Weighting Factor

sMOTSA

λ = 10.0
λ = 1.0 (Default)
λ = 0.1
λ = 0.01

MOTSA

MOTSP

Car

Ped

Car

Ped

Car

Ped

76.6
76.2
75.9
75.6

44.1
46.8
44.3
44.0

88.4
87.8
87.5
87.3

62.7
65.1
62.4
62.1

87.0
87.2
87.2
87.1

75.4
75.7
75.7
76.0

Table 4.1: Different loss factors for the association loss. Higher λ means
the association loss is intensified.
TrackR-CNN is built on top of Mask R-CNN, which combines several different
training goals: Bounding box classification and regression for the region proposal
network as well as bounding box classification, regression and segmentation for
the sampled region proposals. Mask R-CNN thus employs multi-task learning,
which is known to be rather sensitive to the way that different training goals are
combined (see e.g. [KGC18]). For example, if one loss has a magnitude that is
significantly higher than the others, it may dominate the gradients used for weight
updates and as a consequence, performance might suffer on the other tasks. In
Mask R-CNN, the training losses for each of the tasks are simply summed up and
the sum is minimized using gradient descent.
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In TrackR-CNN, another training target is added: A batch hard association
triplet loss as seen in Equation 2.7. Per default, this is simply added as another
summand to the total loss, i.e.
LTotal = LMask R-CNN + λ · LAssociation ,
where λ = 1. Table 4.1 explores the influence of setting λ to alternative values,
thereby emphasizing or attenuating the association loss compared to the others.
The default value gives best results here, especially when considering pedestrians.
A more detailed evaluation may find that even better results can be obtained by
setting 1 < λ < 10.
sMOTSA

α = 1.0
α = 0.5
α = 0.2 (Default)
α = 0.1
α = 0.05
α = 0.01

MOTSA

MOTSP

Car

Ped

Car

Ped

Car

Ped

75.8
75.9
76.2
76.1
76.1
76.0

45.5
44.9
46.8
46.5
45.6
46.0

87.4
87.6
87.8
87.7
87.6
87.6

64.0
63.6
65.1
65.0
63.8
64.2

87.1
87.1
87.2
87.2
87.3
87.2

75.2
75.3
75.7
75.8
75.8
75.7

Table 4.2: Different margins for the batch hard loss. Higher α means the
distance between negative example and anchor and positive example
and anchor must be larger.
Another important hyperparameter for the association loss is the margin parameter α. If it is chosen too low, the learned embeddings may collapse and all
association vectors might be mapped to the same. If the margin is too high, it
might not be possible to distribute the association vectors with the required margins and training will be unsuccessful. Table 4.2 illustrates the effect of different
choices for α. While a finer grained evaluation may still find improvements it
appears that the default choice of α = 0.2, which is also suggested in [HBL17],
performs best.

4.3 Size of Association Vectors
The association vectors in the default setup of TrackR-CNN are 128-dimensional.
However, this is an arbitrary choice and any other size may also be used. Table 4.3 illustrates that, while very small dimensionality might negatively affect the
embedding quality for pedestrians, there is overally only little change in results
past a size of 64. The default choice of 128 dimensions appears to be optimal here,
but our results indicate that less dimensions might suffice for separating object
tracks of cars and pedestrians in this dataset.
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sMOTSA

32
64
128 (Default)
256
512

4.4. Backbone and Pretraining

MOTSA

MOTSP

Car

Ped

Car

Ped

Car

Ped

75.9
75.8
76.2
75.8
75.5

43.5
46.2
46.8
46.8
46.0

87.7
87.4
87.8
87.5
87.1

61.5
64.4
65.1
65.0
64.6

87.1
87.2
87.2
87.1
87.2

75.7
75.5
75.7
75.7
75.4

Table 4.3: Different sizes for the association vectors. By choosing powers
of two, we compare at a large range of dimensions with only few
experiments.

4.4 Choice of Backbone and Pretraining

sMOTSA
Car

Ped

MOTSA
Car

Ped

MOTSP
Car

Ped

ResNet101 + COCO + Mapillary (Default) 76.2 46.8 87.8 65.1 87.2 75.7
ResNet50 + COCO
69.3 43.5 82.2 61.5 85.2 75.2

Table 4.4: Alternative backbones and pretraining. Both models are also
pretrained on ImageNet.
Most deep learning models depend heavily on a large amount of available training
data. The KITTI MOTS training set, however, consists of only roughly 5000
images. Thus, pretraining on other datasets becomes necessary. As mentioned in
Chapter 2, COCO [LMB+ 14] and Mapillary [NORBK17] are two popular datasets
to train instance segmentation models. Systems like Mask R-CNN are also based
on feature extractors like ResNet [HZRS16], which can be pretrained on additional
data like ImageNet [DDS+ 09]. Furthermore, choosing deeper feature extraction
networks usually leads to stronger performance.
Table 4.4 evaluates the impact of additional feature extraction layers and
training data on the final performance on the KITTI MOTS validation set. Line 1
uses the default pretrained model, which was also used for [LVL18]. Line 2 is a
smaller alternative, trained on less data, provided by TensorPack, see [W+ ]. As
expected, choosing a deeper architecture and additional data gives a significant
advantage. While it would be interesting to explore more configuration options
in detail (especially in order to separate the influence of additional layers from
that of the larger training set), training on COCO and Mapillary is particularly
resource heavy. Because of this, we restrict ourselves to the two pretrained models
at our disposal which are compared in Table 4.4.
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4.5 Initializing 3D Convolutions
sMOTSA

Identity (Default)
Random
Average
Average, then identity
Identity, then average

MOTSA

MOTSP

Car

Ped

Car

Ped

Car

Ped

76.2
65.2
63.4
65.7
66.0

46.8
18.8
18.3
23.7
23.1

87.8
80.6
78.4
79.7
80.1

65.1
38.9
34.5
41.5
41.1

87.2
82.6
83.0
84.1
84.1

75.7
64.8
69.6
70.1
70.1

Table 4.5: Different initialization strategies for the two separable 3D convolutional layers.
Table 4.4 illustrates the importance of using pretrained weights for TrackRCNN. Layers which are not already present in Mask R-CNN need to be initialized
regardless of the pretraining used. For the weights specific to the association head,
a common random weight initialization scheme provided by TensorFlow is used
(namely He initialization, see [HZRS15]). The two 3D convolutional layers may
also be initialized randomly. This, however, would scramble neuron activations
for the region proposal and subsequent layers, making their initialization with
pretrained weights meaningless. As explained in [VKO+ 19], the 3D convolutional
layers are thus initialized to the identity operation. The authors in [CZ17] suggest
this to “inflate” - as they call it - image classification networks for the purpose of
video processing. In the case of TrackR-CNN, depthwise separable 3D convolutions
are used. Here, the identity operation corresponds to, first, separable convolutions
with 3 × 3 × 3 kernels that each contain only zeros except for a single one-entry
at their center. Afterwards, a 1 × 1 convolution with an identity kernel is applied.
Another strategy suggested by [CZ17] is to initialize 3D convolutional layers to
average over the time dimension (so the 3 × 3 × 3 kernels are changed to contain
three 13 entries accordingly). This way, the activations would stay constant if the
same image was input to the network multiple times. Table 4.5 compares these two
approaches as well as a naive random initialization. It is evident that the identity
initialization is crucial for TrackR-CNN performance. Surprisingly, the average
initialization is very weak. Indeed, replacing either of the 3D convolutions with
an identity-initialized layer boosts scores for pedestrians again, but performance
still remains worse. We conclude that averaging across time at this stage of the
network simply does not yield meaningful features.

4.6 Temporal Context for 3D Convolutions
TrackR-CNN uses two depthwise separable 3D convolutions over time on top of
the feature extractor output. Thus, the theoretical receptive field in time has a
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4.7. Transfer learning

sMOTSA

1xConv3D
2xConv3D (Default)
3xConv3D
4xConv3D

MOTSA

MOTSP

Car

Ped

Car

Ped

Car

Ped

76.1
76.2
76.3
75.6

46.3
46.8
45.3
45.2

87.8
87.8
88.0
87.2

64.5
65.1
63.7
63.8

87.1
87.2
87.1
87.1

75.7
75.7
75.4
75.1

Table 4.6: Different numbers of stacked depthwise separable 3D convolutions. Stacking more convolutions implies a higher theoretical temporal
receptive field.
size of five - up to two frames in the past and in the future can be considered by
the network. This makes it difficult to deal with long term occlusions of objects.
Stacking more 3D convolutions would increase the temporal receptive field. In
theory, stacking another layer should never degrade performance on the training set,
since all additional layers could also perform identity operations. However, more
layers may lead to overfitting and training becomes more difficult, as gradients
propagated to the earlier layers become smaller and smaller. Table 4.6 presents
results on using additional 3D convolutional layers, all of which are initialized to
identity. Lines 1 and 2 are also given in Table 3 of [VKO+ 19]. Lines 3 and 4 show
that stacking even more layers is not beneficial and two 3D convolutions appear
to be optimal.
TensorFlow provides no specialized operation for depthwise separable 3D convolutions. Thus, this operation had to be built from primitives: The extracted
features are split along the feature channel axis, individual 3D convolutions are
applied, the resulting features are stacked back together and a final 1 × 1 convolution is applied. This significantly increases training time by about half a second
(from one second) per 3D convolution per batch compared to using a standard 3D
convolution. A native implementation of this operation could greatly reduce that
cost.

4.7 Transfer Learning: From KITTI MOTS to
MOTSChallenge
In the initial publication of [VKO+ 19], 21 sequences of KITTI tracking were provided, but only 4 sequences of MOTChallenge, since these were more complicated
and time consuming to annotate. Therefore, to evaluate TrackR-CNN on the
MOTChallenge sequences, four-fold cross-validation was used, so each sequence
in turn was omitted from training and evaluated. Another way of evaluating
TrackR-CNN would be through transfer learning from KITTI MOTS. Table 4.7
shows results for the default TrackR-CNN system trained on the training set of
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sMOTSA

MOTSA

MOTSP

52.7
41.5

66.9
54.3

80.2
78.9

Table 4.7: Results for transfer learning on MOTSChallenge. Line 1 corresponds to line 1 in Table 5 of [VKO+ 19]. Line 2 shows the transfer
experiment. All scores are for pedestrians.
KITTI MOTS when directly applying it to the four sequences of MOTSChallenge
without any finetuning. As expected, the results are significantly worse than for
the TrackR-CNN model evaluated using four-fold cross validation on the target
dataset. In fact, they are also worse than for any alternative method as shown in
Table 5 of [VKO+ 19]. It must be noted, however, that unlike these, the model in
question has not benefited from any in-domain data (either through training or
mask generation). In this light, its generalization performance is rather surprising,
especially considering that it can be used for another object class - cars - as well.
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Evaluating MOTS

In this chapter, we propose another metric to evaluate MOTS as an alternative to
sMOTSA, which was introduced in [VKO+ 19]. We motivate it, based on problems
with sMOTSA and another metric, show examples and discuss its problems.

5.1 Handling ID Switches
In multi-object tracking, the main goal is to predict as much of the ground truth
tracks as possible (i.e. making true positive detections as opposed to false negative
errors), while not hypothesizing anything that is not a ground truth track (i.e.
making false positive detections). Furthermore, the same object in different frames
(e.g. the same person or car) must be identified as such.

(a)
(b)

Figure 5.1: Examples of ID switches. In (a), a ground truth track (black) is
tracked with a new ID halfway-through (first blue, then green). In
(b), two ground truth tracks (black and gray) are tracked by two
hypothesized tracks (blue and orange), with a switch in the middle.
A common failure case in multi-object tracking are so-called ID switches: They
occur, when a previously tracked object is successfully detected in a new frame
but assigned a different identity (ID) than before. This can mean starting a new
track (even though the old one should be continued) or switching IDs with an
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existing track, see Figure 5.1. In either case, the subjective quality of the tracking
results suffers a lot from ID switches: Predicting a few longer segments of a ground
truth track correctly appears preferable over many shorter segments when the
tracking results are visualized. In applications where correctly assigning identities
is important (e.g. identifying players in recordings of sports matches), ID switches
may constitute a more severe error than temporarily missing an object, i.e. making
a false negative error.
In the MOTA evaluation metric, on which sMOTSA and MOTSA are based, ID
switches and false negative errors are weighted equally (cf. Equation 2.3). Thus,
producing one ID switch and missing the object for a single frame are scored
the same. For short tracks, this may be reasonable. If we consider, however,
a hypothetical track of length 1000, this property quickly becomes undesirable:
Missing the object for only one of the frames counts the same as switching IDs for
the object at frame 500. In the first case however, 99.9% of the track are correct.
In the second case, 50% of the predictions are wrong (see also lines 1 and 2 in
Table 5.1).
MOTA

IDR

IDP

IDF1

(1)

999
1000

500
1000

500
1000

500
1000

(2)

999
1000

999
1000

1

1998
1999

(3)

4
5

4
5

1

8
9

(4)

4
5

4
5

4
5

4
5

Table 5.1: Problems with the MOTA and ID metrics. In line 1, both MOTA
and IDF1 give either unrealistically high or low scores. Lines 3 and 4
demonstrate that the metrics are not strictly monotonous. In lines 1
and 2, the ground truth track lasts for 1000 frames. In lines 3 and 4, it
lasts for five frames. See also the chapter text.
The IDP, IDR and IDF1 metrics for multi-object tracking (see Equation 2.4 and
[RSZ+ 16]), which we altogether refer to as ID metrics from here onward, tackle
this problem by assigning each hypothesized track to at most one ground truth
track and vice versa. This also means that a ground truth object is considered lost,
when it switches ID to another hypothesized track and is only recovered, when it
switches back to the ID of its assigned hypothesized track. So in the aforementioned
example, the IDR scores would indeed be 99.9% and 50% respectively (IDP does
not affect results much here). However, this also means that these scores disregard
49.9% of true positive detections.
Both metrics are also not strictly monotonous: Making a true positive prediction
does sometimes not improve the score. Suppose four frames of a five frame track
have been identified. If the object is now tracked with a different ID in frame five,

32

5.2. The DR Scores for MOTS

Chapter 5. Evaluating MOTS

the resulting MOTA and IDR scores stay the same, see lines 3 and 4 of Table 5.1.
IDP and IDF1 even decrease. In the case of IDR, the new track is not the best
hypothesis for any ground truth track, so it does not count towards the score at
all. Instead, IDP decreases through the new detection. In the case of MOTA, the
reduction in false negative errors is compensated for by the newly introduced ID
switch. For this reason, ID switches cannot simply be given a stronger weight
in the MOTA formula: If each ID switch was counted twice, the MOTA score
for line 4 would be 35 and the metric would not even be monotonous anymore.
Non-monotonous scores, however, do not consider that in line 4, more correct
predictions were made than in line 3.
In the next section, we introduce a new metric that addresses these problems.

5.2 The DR Scores for MOTS
We consider everything - ground truth and predicted tracks - on pixel level. Let
n̄ denote the set of positive natural numbers up until and including n. Let also
P(S) denote the power set of the set S. Then the ground truth of a video with
T time frames, height h, and width w consists of a set of tracks defined by their
associated pixels, i.e. a set M ⊆ P(h̄ × w̄ × T̄ ) with pairwise disjoint elements.
Likewise, the output of a MOTS method is a set H ⊆ P(h̄ × w̄ × T̄ ) of disjoint
hypothesized tracks.
m
m
For a ground truth track m ∈ M let hm
1 , h2 , . . . , hp ∈ H be the hypothesized
m
tracks that overlap m in decreasing order, so |hm
1 ∩ m| ≥ |h2 ∩ m| ≥ · · · ≥
m
hp ∩ m . Then the recall with diminishing returns Rm for m is defined as
p

1 X1 m
|h ∩ m|.
Rm =
|m| i=1 i i

(5.1)

This means that longer track hypotheses for m as well as splitting m into less
hypothesized tracks - meaning less ID switches - is preferred.
Conversely, the precision with diminishing returns Ph for a hypothesized track
h ∈ H is obtained by interchanging the sets M and H and then applying the same
formula as before. Formally, let mh1 , mh2 , . . . , mhp ∈ M be the ground truth tracks
that overlap h in decreasing order, so mh1 ∩ h ≥ mh2 ∩ h ≥ · · · ≥ mhp ∩ h .
Then
p
1 X1 h
Ph =
m ∩h .
(5.2)
|h| i=1 i i
This way, false positives are penalized, which are not considered in Rm .
We can take the means of Rm and Ph over all ground truth and hypothesized
tracks, i.e.
1 X
R̄ =
Rm ,
(5.3)
|M | m∈M
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P̄ =

1 X
Ph ,
|H| h∈H

(5.4)

and take the harmonic mean of those means to arrive at an F-measure that gives
a single score for MOTS performance
FDR = 2 ·

R̄ · P̄
,
R̄ + P̄

(5.5)

where we write DR for diminishing returns.
Some aspects of these metrics might be adjusted. The choice of factors 1i for
computing diminishing returns is somewhat arbitrary. While the current choice
simplifies calculations, it would also be possible to use an exponential decay (i.e.
e−i ) instead. Furthermore, the formulas currently average out the sizes of ground
truth and hypothesized tracks. Thus, each track counts the same towards R, P
and FDR , regardless of object size and length of the track in frames. This might
be changed depending on the application: In pedestrian tracking for autonomous
driving, we usually require excellent tracks, even if a person only appears for a
very short time or is very small, like children. Here, the current choice seems
reasonable. Consider instead the case of a robot interacting with a crowd at a
trade fair. Here, correctly identifying individuals that are far away or only passing
by is less important. We might therefore adjust our evaluation metric for this
case by not averaging out track length and size. Then,
R0m =

p
X
1
i=1

i

0
|hm
i ∩ m| and R̄ = P

1

X

m∈M |m| m∈M

R0m .

5.2.1 Examples
Table 5.2 shows several example cases for tracking results and their evaluation
under the metrics considered in this chapter. For now, only the proposed metric
R is considered, since there are no false positives and only one ground truth track,
so P will be 1 in all cases.
Lines 1 and 2 show cases where MOTA, IDR and R agree with the intuitive
judgment: Here the tracking score should be a perfect 1 or one half, respectively.
In line 3, both the MOTA and IDR score could be seen as problematic (cf.
Section 5.1). Here, the R metric improves on both by penalizing one of the two
6
6
hypothesized tracks with a factor of 12 , yielding a score of 12
+ 12 · 12
= 34 . With
another ID switch, in line 4, this score decreases again. Unlike MOTA, R can
also distinguish between lines 4 and 5, where a target is reidentified after having
been tracked with a different ID. In this case, the R metric assigns a higher score.
In MOTA, this is simply counted as another ID switch, so the score stays the
same as for line 4. The IDP and IDF1 metrics penalize additional true positive
detections in lines 3 to 5. They are also unable to distinguish lines 3 and 4 and to
detect the ID switch occurring there.
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MOTA

IDR

IDP

IDF1

R

(1)

1

1

1

1

1

(2)

1
2

1
2

1

2
3

1
2

(3)

11
12

1
2

1
2

1
2

3
4

(4)

5
6

1
2

1
2

1
2

17
24

(5)

5
6

3
4

3
4

3
4

21
24

Table 5.2: Example cases with one ground truth track, evaluated using
MOTA, the ID metrics and the proposed metric R. Each
example contains one ground truth track (black) consisting of one pixel
for twelve frames. Colored bars correspond to different hypothesized
tracks that are mapped to the ground truth track.
Table 5.3 shows more cases, this time using two ground truth tracks. The
individual proposed scores consider different aspects of the tracking result. For
example, a hypothesized track may have perfect precision (green in lines 1 to 3),
while the remaining tracking quality varies wildly. False positives are considered
via the precision scores. Also note that MOTA and the ID metrics are not able to
distinguish between lines 3 and 4, while this is possible with the proposed metrics.
Line 3 should be preferred, because here the green track wholly corresponds to
exactly one ground truth track. Note also the discrepancy in lines 2 and 5: Both
MOTA and the proposed metrics assign a higher score in line 2 here, while the
IDF1 score is the same. Indeed, line 2 shows a higher fraction of true positives
and should be preferred.

5.2.2 Problems
While FDR penalizes certain kinds of ID switches more strongly than MOTA and
also considers detections that are not part of the best hypothesis for a ground truth
track, there are still tracking failures which are not being considered: Namely when
a ground truth track switches more than once between the same hypothesized
tracks as e.g. in Table 5.4. In line 2, ID switches occur for almost the entirety of
the ground truth track, but the R score is in fact the same as for line 1, as both
examples have two hypotheses of equal length for the same ground truth track.
Due to these problems, we do not consider the proposed scores any further in
this thesis. Creating robust metrics for the MOTS task is an important topic for
future research.
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MOTA IDR IDP IDF1 R• R• P• P•

FDR

(1)

17
18

12
18

12
18

12
18

3
4

1

3
4

1

(2)

11
18

6
18

6
12

2
5

15
24

1
2

15
18

1

(3)

0

6
12

6
12

6
12

1
2

1
2

1
3

1

3
5

(4)

0

6
12

6
12

6
12

1
2

1
2

1
2

1
2

1
2

(5)

− 19

3
9

6
12

2
5

0

3
4

1
2

1
2

3
7

(6)

5
12

9
12

9
13

18
25

1
2

1

6
7

1
2

7
8

99
142

57
80

≈ 0.6972

= 0.7125

Table 5.3: Example cases with two ground truth tracks, evaluated using
MOTA, the ID metrics and the proposed metrics. Black and
gray denote ground truth tracks. The total number of frames considered
is twelve. Hypothesized tracks (green and blue) predict pixels of the
ground truth track below them or are false positives if there is none.

MOTA

IDR

IDP

IDF1

R

(1)

9
10

1
2

1
2

1
2

3
4

(2)

1
10

1
2

1
2

1
2

3
4

Table 5.4: A failure case of the proposed metric R. Neither the ID metrics
nor R are able to distinguish between the given examples. Only MOTA
correctly identifies the first tracking result as the better one of the two.
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Moving on from Boxes

Chapter 3 described the paper [VKO+ 19], which introduced the task of multiobject tracking and segmentation (MOTS), provided datasets and proposed a
baseline method (TrackR-CNN) to solve the task using a deep neural network
based on Mask R-CNN and a tracking algorithm using Hungarian matching
on detection embeddings. In this chapter, we will introduce and evaluate an
alternative method based on pixel embeddings. These allow us to move on from
box-proposals as used in TrackR-CNN and to truly approach MOTS as a pixellevel task. We will further extend this method with a voting mechanism that
allows the network to predict targets for data association in the previous frames.
Like TrackR-CNN, all methods considered here use instance embeddings without
motion modeling. Thus, we again consider only tracking with appearance.

6.1 Problems with TrackR-CNN
TrackR-CNN solves MOTS by passing the frames of a video through a Mask
R-CNN augmented with temporal convolutions and an additional association head.
The network outputs instance segmentations for each frame and each detection
is additionally assigned an association vector that describes its identity. These
detections are combined into tracks by a simple matching procedure that uses
association vector distances to append to existing tracks.
We identify several problems with this architecture:
1. TrackR-CNN is slow due to its heavy ResNet101 backbone network, which
is however crucial for detection performance, see Section 4.4.
2. The tracking procedure is applied post-hoc and its parameters are not
learned during training, making the system not truly end-to-end.
3. The detector is box-based although the task aims at segmentation masks.

37

Chapter 6. Moving on from Boxes

6.2. MOTS using Pixel Embeddings

4. The detector considers only a small temporal window of up to two frames
in the past and the future.
5. The detector does not use information about current track predictions (in
particular, no motion cues are used).
6. The tracking procedure does not utilize motion cues, either.
7. The system cannot directly optimize the performance measure (sMOTSA)
it aims to improve.
8. The system has to be trained on mask-based data, which is scarce.
Many of these issues are not unique to TrackR-CNN. Some also apply to
similar architectures that tackle the related task of video object segmentation.
For example, PReMVOS [LVL18] is extremely slow (issue 1) while FEELVOS
[VCS+ 19] only uses two additional frames per image as context information and
ignores motion (issues 4 and 6). State-of-the-art methods for multi-object tracking
without segmentation (cf. [LTMS+ 17]) are often based on a tracking-by detection
paradigm, where no context information is used to improve detection quality
(issue 5), tracking is usually not end-to-end trainable with detection (issue 2) and
the trackers are trained to optimize auxiliary performance metrics, but not the
target metric (issue 7). Meanwhile, all supervised instance segmentation depend
on mask-based data (issue 8). Each of these issues presents an opportunity for
future research.
As discussed in Chapter 3, boxes are ill-suited to approximate certain object
shapes. Even when utilizing ground truth boxes, multi-object tracking and
segmentation remains challenging, see Table 3.1. The issue we will focus on in this
chapter is therefore issue 3: We aim to build a truly pixel-level tracking system
and circumvent the need for complex, box-based detectors.

6.2 MOTS using Pixel Embeddings
The task of multi-object tracking and segmentation requires grouping (i.e. combining similar entities) at two levels: Certain pixels in a frame must be grouped to
obtain an object mask for that frame. Additionally, object masks across different
frames must be grouped into tracks. In TrackR-CNN, the first level is dealt with
by the built-in, box-based detector. If we want to eliminate box-proposals, we
need to provide for grouping on the frame level in another way. This will also
alleviate the need to deal with overlapping masks as in TrackR-CNN, where masks
are generated separately from boxes and might not be disjoint. With per-pixel
predictions, all instance masks are predicted at the same time so that this problem
cannot occur.
As discussed in Subsection 2.4.2, grouping in neural networks can be done with
learned embeddings. We will predict such embeddings on the pixel level and
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then obtain a grouping using a clustering algorithm. Thus, we can use a fully
convolutional network like DeepLabV3+ (see Section 2.2) for per-pixel predictions.
In addition, we could use the same principle for grouping across frames: By
clustering pixels not only from a single frame but from the entire video, we could
directly obtain tracks from predictions, implicitly solving the problem of data
association (see Subsection 2.4.1). Note that we cannot use clustering algorithms
in such a straightforward way to do data association for box-proposals: If we
generated a clustering from all box-detections in a video, multiple boxes from the
same frame could end up in the same cluster, producing invalid tracks.
Therefore, grouping via embedding learning and subsequent clustering is conceptually clean and easy. In the following subsections, we will build and evaluate
such an approach and discuss practical limitations.

6.2.1 Method
Figure 6.1 shows our proposed architecture for MOTS using pixel embeddings. We
use a DeepLabV3+ to obtain a pixel-wise feature representation, while applying
3D convolutions after the encoding stage to incorporate temporal context. We
further process this representation using separate sub-networks for predicting
class labels per pixel and pixel embeddings. In each of these, another 3 × 3
convolutional layer is applied to refine the representation for the specific task and
a 1 × 1 convolutional layer on top of it produces the required number of feature
maps. Subsection 6.2.4 provides detailed information on the proposed method.

t1

Encoder

3x3x3
Conv

t

Encoder

3x3x3
Conv

t+1

Encoder

3x3x3
Conv

3x3
1x1
Conv Conv

Class
predictions

3x3
1x1
Conv Conv

Pixel
embeddings

Classification
loss

Decoder

Embedding
loss

Figure 6.1: Overview of the proposed method. Several consecutive frames
are processed by an encoder-decoder network augmented with temporal
convolutions. The output is fed into separate prediction branches for
class and embedding predictions.

6.2.2 Predicting on Low Resolution Feature Maps
Even though DeepLabV3+ allows producing predictions on the full image resolution, this is not feasible for our method in practice. There are three reasons
for this. First, predicting at high resolutions results in very high memory usage
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during training, where intermediate feature maps need to be stored for computing
gradients with the backpropagation algorithm. Secondly, computing at full resolution can be slow, both during training and at test time, reducing the speed of
our tracking and making it difficult to train and evaluate models under different
configurations. Finally, many clustering algorithms scale badly with the number
of input points. This means that they might work well with tens of thousands of
data points but not with millions of data points, as they occur when processing
pixels.
Because of this, it is necessary to perform all computations - training and
evaluating the network as well as clustering the resulting embeddings - on a
reduced resolution compared to the input image. However, this already limits the
theoretical tracking performance we can achieve, as demonstrated in Figure 6.2.
Here, the KITTI MOTS ground truth annotations have been scaled down to a
lower resolution and then evaluated. As the sMOTSA scores indicate, the possible
tracking performance is limited at lower resolutions, even when using ground truth
tracking information. When downsizing the image to a sixteenth of its resolution
(stride 4 in both image directions), only very coarse object shapes can be predicted.
It is possible to recover some details using post-processing techniques like bilinear
upsampling, see Subsection 6.2.9. However, such techniques cannot incorporate
as much information as full resolution predictions and add another complication
to our tracking algorithm.

(a) No downsampling:
100.0 sMOTSA

(b) Stride 2:
93.6/89.4 sMOTSA

(c) Stride 4:
88.0/79.6 sMOTSA

Figure 6.2: KITTI MOTS ground truth, downsampled and evaluated.
Figures (b) and (c) show the original ground truth (a) after scaling it
down by the stated factor using nearest neighbor downsampling and
then scaling it back up to the full size in the same fashion. The given
numbers are the sMOTSA scores for cars and pedestrians obtained
when evaluating the result.

6.2.3 Clustering with HDBSCAN
An important aspect of our proposed method is the choice of the clustering
algorithm used for grouping pixels based on their embedding distances. While the
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Figure 6.3: Illustration of the embedding space transformation performed by HDBSCAN for k = 5. Figures adapted from [MHA17].
Circles indicate the distance to the 5-nearest-neighbor. The 5-nearestneighbor of the green data point is farther away then the blue point.
Thus, their distance is transformed to be the distance of green’s 5nearest-neighbor. Since green and red are farther apart than either of
their 5-nearest-neighbors, their distance is not transformed.
research community has developed many approaches for this, the requirements of
our scenario severely limit the number of candidates. First, we do not know the
number of clusters in our input data (i.e. the number of tracks in a sequence or
objects in an image). This immediately rules out standard techniques like k-means,
that require this number as part of the input. Secondly, we do not know the
density of points inside the clusters. Even though all embedding losses described in
Subsection 2.4.2 encourage embeddings for the same objects to be close together,
embeddings for distinct objects may still have different distances among them.
Thirdly, we can only roughly predict the distance between embeddings for different
objects. Even though the margin parameter α induces a minimum distance,
predictions are usually noisy so that we cannot rely on this. Finally, we require
an existing implementation of the chosen algorithm in Python.
One thing we can roughly predict for our embedding space is the minimum
size of a cluster. For instance, a group of 20 pixels is unlikely to be a car or
pedestrian. An algorithm that can deal with this and the previous constraints is
HDBSCAN (see [CMS13,MHA17]). It does not require the number of clusters
as input, can work with arbitrary density clusters and distances between them,
and an efficient Python implementation exist. It is also noise aware, i.e. not all
data points are assigned to clusters but may be identified as noise instead. In the
following, we will briefly outline the algorithm and the two parameters it requires:
k and min cluster size.
HDBSCAN works by first transforming the distances between input data points
such that points without close neighbors (expected to be noise) are moved further
away from all others. It then builds a minimum spanning tree of the data points
in the transformed space. From this, edges are removed at decreasing thresholds
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so that the data points fall into an increasing number of connected components.
Components below a certain size (namely min cluster size) are considered as
noise. Clusters are formed from those components above this size which are stable
at many thresholds, i.e. which form at a high threshold and disintegrate into
smaller components at a much lower threshold. We refer to [CMS13,MHA17] for
detailed descriptions of the algorithm.
The parameter k is used to compute the initial transformation of the embedding
space: Each point is moved at least the distance of its k-nearest-neighbor away
from all others, see Figure 6.3. This means that data points without k close
neighbors are moved away from the rest and are more likely to fall into noise
components in the subsequent processing steps. Thus, a high k means that more
data points become noise in the final clustering. For pedestrian instances, which
are already small, we want many points to end up in the final clustering. Thus
we can set k to a low value here. For cars, we may set it a bit higher to be more
robust with regard to noisy predictions.
As explained above, min cluster size can be set intuitively depending on the
minimum size of cars and pedestrians - a couple of hundred pixels each. In KITTI
MOTS, pedestrians are usually close to the camera whereas cars can appear also
far away. We thus set this number higher for pedestrians.
A major drawback of HDBSCAN (but also other clustering algorithms) is their
slow asymptotic performance in the number of input data points. Due to this,
we are in fact not able to cluster per video or on chunks of frames, but need to
perform clustering on each frame individually. To merge clusters from different
frames, we can use the distance between their representatives. These are data
points at the center of the cluster. Since clusters computed by HDBSCAN may
have any shape, we obtain multiple such representatives per cluster.

6.2.4 Implementation Details
We implement our proposed method in Python using TensorFlow 1.13 [A+ 15]. For
DeepLabV3+, we use code and a pretrained model provided by TensorFlow with
an Xception 65 feature extraction backbone [Cho17] and pretraining on COCO
[LMB+ 14] and Pascal VOC [EVGW+ 10]. We adapt this code to incorporate our 3D
convolutions after the encoding stage, initialized to identity (see Section 4.5). We
further freeze the batch normalization parameters and remove the final prediction
layer of the pretrained model (which contains weights for semantic segmentation
of the COCO object classes) and instead predict 256 feature maps which are
input to the two prediction branches as seen in Figure 6.1. The initial 3 × 3
convolution in each of these branches has 256 feature maps and a ReLU activation.
The subsequent 1 × 1 convolutions have three feature maps for class prediction
(background, car, pedestrian) and 16 feature maps for the pixel embeddings. They
use a linear activation function so that outputs are not constrained to be positive.
For training the class-prediction branch, a standard cross-entropy loss is used. For
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the embedding predictions, we choose a classical contrastive loss with a margin of
α = 8 for most of our experiments. The Euclidean distance is used for all pairs of
embedding vectors. Pixels annotated as ignore regions in the training datasets are
skipped for both losses. As the final minimization target, a linear combination of
these losses is used.
We used mini-batches of ten consecutive frames from the KITTI MOTS dataset,
where we make sure that each combination of ten frames can appear over the
course of ten epochs. All models are trained using the Adam optimizer [KB15] for
60 epochs with a learning rate starting at 10−6 , increased to 10−5 and 5 · 10−5 after
the first and second epoch respectively and again reduced to 10−5 after the 40th
epoch. Choosing higher learning rates in the initial steps of training sometimes
led to divergence. The reduction after the 40th epoch allows for some fine-tuning
near the end of training.
Input frames are randomly cropped and resized to 384 × 384 pixels during
training and given at full resolution during test time. We further apply random
flipping and gamma correction as augmentations. For the embedding loss, 5000
pixels were sampled such that each ground truth instance in the batch is covered
with the same number of sampled pixel embeddings. For this, all background
pixels are treated as a single instance.
All experiments were performed on Supermicro 1029GQ-TVRT-01 machines of
the RWTH Aachen Claix 2018 compute cluster. These comprise NVIDIA Tesla
V100 graphics cards with 16GB of graphics memory as well as Intel Skylake
Platinum 8160 processors. For our experiments, we used one such GPU as well as
twelve CPU cores and 16GB of RAM. The batch and image size as well as the
number of sampled embeddings were chosen to optimally use the available GPU
memory on these systems.
At test time, we cluster separately for each class and take only the embeddings
for pixels which were predicted by our classification branch as most likely belonging
to that class. We cluster per frame and connect clusters across adjacent frames
using a greedy matching algorithm on the distances between cluster representatives.
So if two representatives of two clusters are close together in the embedding space,
these clusters are merged to form tracks. We further add the pixel positions in
the image plane as additional features to the embedding vectors before clustering
(scaling them to have a similar magnitude as the entries of the embedding vectors).
We parameterize HDBSCAN with k equal to 15 or 5 and min cluster size equal
to 250 or 650 for cars or pedestrians respectively.

6.2.5 Dealing with Random Fluctuation
Training any deep learning system involves random effects due to different initialization of weights and the random order in which training examples are provided
(see also Section 4.1). These effects are amplified by the limited numerical precision
for computations and storing results. In practice, this means that the underlying
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Figure 6.4: The proposed system, trained and evaluated for sMOTSA
ten times with the same configuration. The upper, middle and
lower line show results when evaluating for MOTS, instance segmentation or semantic segmentation on the KITTI MOTS validation set
respectively.
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optimization problem can reach very different local minima when training exactly
the same deep learning model multiple times.
Figure 6.4 shows this effect for the proposed model for ten individual training
runs. The sMOTSA scores obtained at the final epoch range from 46 to 51
sMOTSA for cars and 16 to 21 sMOTSA for pedestrians. Not only does this mean
a rather high variance in results, it also complicates comparisons between different
configuration choices for our model. While this effect persists when evaluating
only for instance segmentation (using mean average precision as introduced in
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Figure 6.5: Effects of pretraining on Mapillary. Figure (a) shows results
for training our proposed method ten times on Mapillary. Figure (b)
shows results for fine-tuning one of these models ten times on the
KITTI MOTS training set. All runs were evaluated on the KITTI
MOTS validation set.

45

Chapter 6. Moving on from Boxes

6.2. MOTS using Pixel Embeddings

Section 2.3), it is significantly reduced - relative to the magnitude of the metric when looking only at the semantic segmentation quality (in mIoU, cf. Section 2.2).
Since experimenting with lower learning rates or more epochs as well as with
different clustering parameterizations (see Subsection 6.2.9) did not alleviate
this problem, we hypothesized that the random initialization of our class and
embedding prediction branches might cause this effect. We therefore trained
our proposed model on the large Mapillary data set for instance segmentation
[NORBK17] of our two classes using the same configuration as before (ensuring
only that all object instances in different frames were assigned separate identities,
since the Mapillary dataset does not provide annotations for consecutive video
frames). Figure 6.5 shows results for pretraining on Mapillary multiple times and
then using one of the pretrained models to fine-tune on KITTI MOTS. While the
variance in results is somewhat reduced to between 55 to 58 and 23 to 26 sMOTSA,
it remains significant. We therefore conclude that the embedding loss must be
the cause of the random fluctuations. Since pretraining also improved scores on
average, we used a Mapillary pretrained model for all further experiments.

6.2.6 Main Results
Figure 6.6 shows results for our proposed method on the KITTI MOTS validation
set. Ten training runs were performed and their individual results visualized in
a box plot. The orange line indicates the median, the whiskers show minimum
and maximum and the box boundaries give the upper and lower quartile of
results. This way, the average performance as well as variance of the method
can be visualized. Cars are tracked much more accurately by our method than
pedestrians, while the variance in results remains considerable for both.

26

25

24

23

58

Pedestrians
57

56

sMOTSA

55

Cars

Figure 6.6: Results for the proposed method. A model pretrained on Mapillary was taken, ten training runs on the KITTI MOTS training set
were performed and then evaluated on the validation set.
When comparing these results to TrackR-CNN, the box-based method introduced in [VKO+ 19], it is obvious that TrackR-CNN performs better than the
proposed method, see Table 6.1. This is the case both for the quality of predicted
masks (MOTSP) and the resulting tracks (MOTSA and sMOTSA). However, our
method is about 50% faster in terms of frames per seconds (FPS), since it omits
the slow region proposal logic of TrackR-CNN.
Figures 6.7 and 6.8 show qualitative results for our proposed method. Here, class
predictions, embedding predictions and final clustering result for three consecutive
frames in various video sequences are shown. For the class predictions, red indicates
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sMOTSA

MOTSA

MOTSP
FPS

Car

Ped

Car

Ped

Car

Ped

TrackR-CNN
76.2
46.8
87.8
65.1
87.2
75.7
4.09
Proposed Method 56.3 ± 0.9 24.7 ± 1.1 70.7 ± 1.0 39.7 ± 1.2 82.4 ± 0.1 72.9 ± 0.3 6.62

Table 6.1: Comparison of results for the proposed method and TrackRCNN on KITTI MOTS. While TrackR-CNN outperforms the proposed method on all performance metrics, it is slower at test time as
demonstrated by its lower number of frames per seconds (FPS). Here,
mean scores for our proposed method over ten runs are shown and ±
indicates standard deviation.
background, green indicates cars and blue indicates pedestrians. The embedding
vectors of the network were visualized by first applying principal component
analysis on all vectors in a batch and then projecting the vectors down to the
three most significant components thus obtained. The results were visualized by
assigning these components to the colors red, green and blue respectively.
In the following, we will evaluate the impact of various configuration choices
for our proposed method. Due to the high random fluctuations, we will compare
box plots showing results for multiple runs. Unless noted otherwise, five runs per
configuration were conducted. All results are for the KITTI MOTS validation set.
Most experiments were pretrained on Mapillary, then fine-tuned on the KITTI
MOTS training set. We will note when this is not the case, such as in the next
subsection.

6.2.7 Evaluation of Architecture Choices
Each layer added to a neural network involves several design choices such as
its number of feature maps or the number of stacked layers. Here, we compare
some of these choices. Since these also affect our pretraining on Mapillary and
because pretraining and subsequent fine-tuning is very expensive, we only compare
against results of the baseline Mapillary pretrained model (cf. Figure 6.5a) in this
subsection, unless noted otherwise.
Size of Pixel Embeddings
The default dimension of the pixel embeddings used in our method is 16. This
is significantly less than the 128 dimensional association vectors used in TrackRCNN. There, however, one instance embedding contains information for an entire
detection, whereas the embeddings in our method only need to contain enough
information to cluster a single pixel. Figure 6.9 shows alternative numbers of
dimensions for the pixel embeddings. Both more or less dimensions seem to
be inferior for either cars or pedestrians. It should be noted that this choice
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Figure 6.7: Qualitative results for the proposed method. In the first example, the embedding visualization shows instances that are mostly well
separated from each other. The pixel embeddings also remain similar
for the same objects across different frames. However, the classification branch predicts somewhat inaccurate object boundaries. In the
second example, the pixel embeddings can separate cars close to the
camera but fail for objects that are far away. Both the embedding and
class prediction branch show further mistakes due to the presence of a
non-class object on the left (a truck, which is similar to a car but gets
annotated as an ignore region in the KITTI MOTS dataset). In the
third example, even though the embedding visualization is accurate,
the clustering stage separates one of the pedestrians into two clusters
from the second frame onward.
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Figure 6.8: Qualitative results for the proposed method. Each example shows consecutive frames from different parts of the same sequence. The semantic segmentation quality for pedestrians remains
high across the entire sequence. The prediction for cars, however, is
very noisy. Even though the three cars on the right of the camera are
static, their predicted embeddings vary and they repeatedly switch
IDs. Furthermore, in the first example, the presence of a non-class
object (a cyclist) affects predictions in the crowd of pedestrians. In
the second example, individual persons are well separated from each
other by the embedding predictions. As they start moving closer together in the third example, occluding and passing by each other,
embedding predictions become very imprecise and groups of persons
get assigned to the same cluster.
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significantly affects the runtime of our algorithm: Higher embedding dimensions
are more expensive to cluster, as we can see from the number of frames per second
at test time.
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64

8.07
6.62
4.72
1.99

Figure 6.9: Different sizes for the pixel embedding vectors. Frames per
second at test time are given in the table.

Number of Post-Decoder Convolutions
In the default configuration of our model, a single 3 × 3 convolution is applied per
prediction branch to refine features coming from the DeepLabV3+ decoder. Figure 6.10 shows results for applying more convolutions. While the first convolution
is necessary, adding a second one does not give a clear advantage.
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Figure 6.10: Number of 3 × 3 convolutions after the decoder.

Feature Maps in Post-Decoder Convolutions
We use 256 feature maps in our 3 × 3 convolutions for the predictions branches.
The effect of reducing this number is illustrated in Figure 6.11. Less feature maps
seem to improve the random fluctuation in results (which makes sense, given that
less weights need to be initialized and trained) but also lower the maximum score.
Since the median scores remain similar, this is an area of potential improvements
for our system.
Placing 3D Convolutions
We also evaluate our choice of placing a single 3D convolutional layer on top of
the DeepLabV3+ encoder. Here - unlike the other experiments in this subsection,
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Figure 6.11: Number of feature maps in the 3 × 3 convolutions after the
decoder.
but like the remaining experiments in this chapter - we choose a single Mapillary
pretrained model and fine-tune it multiple times on KITTI MOTS. It is possible
to increase the number of 3D convolutions as well as to place the convolutions not
after the encoder but after the decoder in our network. The impact of these choices
is demonstrated in Figure 6.12. A mixed picture emerges: While placing the 3D
convolutions on top of the encoder yields better results for cars, the alternative
is better for pedestrians. Worse results on average for pedestrians are obtained
when using no 3D convolutions at all.
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Figure 6.12: Placement and number of 3D convolutions.

6.2.8 Parameters for the Embedding Loss
Further design choices are possible when choosing and parameterizing the embedding loss used in our method. Here, we explore some of them. Due to the high
computational cost of pretraining on the large Mapillary dataset, however, we
perform the experiments in this section by keeping the pretrained model fixed
and only fine-tuning multiple times on KITTI MOTS.
Margin
We begin by evaluating the margin parameter α for the contrastive loss, which we
use for most of our experiments. Figure 6.13 shows results for different choices
of α. We use α = 8 for the default model and for pretraining. While these plots
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indicate that a different choice, like α = 6, might improve scores, the average
performance remains similar with lower margin values trending towards worse
scores.
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Figure 6.13: Different margins α for the contrastive loss.

Loss Weighting Factor
An important hyperparameter when training deep learning systems with multiple
losses is the relative weighting between these losses, see also Section 4.2. In our
method, we choose
LTotal = LClass + λ · LEmbedding ,
with the weighting factor λ = 0.1 for most experiments. Figure 6.14 compares
this choice to λ values at different magnitudes. Decreasing λ further yields higher
scores for cars. Reducing the weight for the loss too much, however, drastically
degrades performance.
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Figure 6.14: Different weighting factors λ for the pixel embedding loss.

Sampling Strategy for the Embedding Loss
Due to memory and computation constraints, it is impossible to fully compute
the loss functions for pixel embeddings presented in Subsection 2.4.2. Thus, we
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approximate the full loss by randomly sampling some pixel embeddings in each
training step. Per default, we choose an equal number of samples per object
instance present in the batch. This guarantees that large objects do not dominate
the loss, as is the case in pure random sampling of embeddings. We also investigate
what we call “balanced” sampling, where we additionally ensure that pixels of
both classes - cars and pedestrians - are considered equally. Figure 6.15 compares
these approaches. Random sampling is clearly unsuccessful. Balanced sampling
is somewhat advantagous for cars, but overally performs similar to our default
strategy.
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Figure 6.15: Different sampling strategies for the pixel embedding loss.

Number of Samples for the Embedding Loss
We also investigate the impact of sampling more or less pixels for our embedding
loss. Here, we always use per-instance sampling (see above). Per default, all
experiments use 5000 samples per training step, as this was the maximal number
we could fit into GPU memory. Figure 6.16 shows results for sampling less pixels.
Clearly, sampling very few pixels (like 50) performs worse. Choosing 5000 samples
also gives somewhat lower variance in results.
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Figure 6.16: Number of samples for the pixel embedding loss.
We also hypothesized that the random sampling in our embedding loss might
contribute to the fluctuation in results. Figure 6.17 compares our baseline approach
to using the same random seed in each training step for permuting the order of
embeddings before sampling. However, fixing the random seed introduces even
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more fluctuation. We conclude that the fluctuations in our results can be best
reduced by randomly sampling as many embeddings as possible.
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Figure 6.17: Disabling random sampling for the pixel embedding loss.

Other Embedding Losses
In addition to the contrastive loss that we used for most of our experiments, we
also compared results for other losses described in Subsection 2.4.2. Figure 6.18a
shows results with the batch all loss for different margins. On average, lower
margins were used than for the contrastive loss since these work better here
from experience. Figure 6.18b, on the other hand, explores the triplet loss with
p-quantile sampling under different values for p, see Subsection 2.4.2. We did
not compare to a batch hard triplet loss, as this performed very poorly in initial
experiments. This is expected, since hard positives and negatives for a pixel
embedding might in fact be outliers in the dataset since pixel annotations are
often not very accurate.
Overally, there are clearly bad choices such as choosing very low margins or
quantiles. Choosing very large quantiles also degrades performance for cars. When
comparing to the contrastive loss (see Figure 6.18c) the triplet variants perform
worse. We note that, due to computation constraints, not all relevant parameter
combinations could be explored here. In particular, alternative margins for the
triplet loss with p-quantile sampling may perform better. Furthermore, the loss
weighting factor λ may need to be adjusted for the alternative losses. As the
performance gap is quite large, however, we conclude that pixel embeddings are
best learned using pairwise losses, unlike instance embeddings for detections in
TrackR-CNN, where the batch hard triplet loss performed best.

6.2.9 Evaluation of Clustering
We now discuss certain choices related to the clustering step of our proposed
system. This includes parameters supplied to HDBSCAN but also some additional
tweaks. All experiments were compared against the performance of the baseline
system presented in Subsection 6.2.6.
Parametrization
We begin by evaluating the impact of the two HDBSCAN parameters explained in
Subsection 6.2.3: k and min cluster size. The latter is the threshold above which
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(a) Different margins for the batch all loss.
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(b) Different choices of p for the triplet loss with p-quantile sampling. Each
setting denotes that only the p% hardest of all triplets were chosen for the loss. A
margin of 8 (the same as for the contrastive loss) was used for the experiments.
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(c) Comparison between different embedding losses. The margin used was eight
for the contrastive and p-quantile loss, and 0.5 for the batch all loss. In p-quantile
sampling, we used a 5-quantile.

Figure 6.18: Alternatives to the contrastive loss.
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groups of points are considered clusters and not noise. Here, we are both interested
in the impact on the final scores and also the variance between different runs of
the same model (since large differences in this variance might indicate that the
clustering algorithm induces the random fluctuations discussed in Subsection 6.2.5).
Figure 6.19 compares different choices for min cluster size. Clearly, this setting
has a significant impact. However, it only strongly affects the variance across
different runs with very high or very low settings for pedestrians. The threshold
should be higher for pedestrians, since we also expect these predictions to be
noisier.
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Figure 6.19: Different settings for the min cluster size parameter of HDBSCAN. All numbers are in pixels with regard to the original size of
the input images, i.e. not the downscaled feature maps.

For the parameter k, we compare different choices in Figure 6.20. Again,
variance does not change much. There is also a trend towards using higher values
for pedestrians, which causes more pixels to be considered as noise.
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Figure 6.20: Different settings for the k parameter of HDBSCAN.
Using Pixel Position as Additional Features
As outlined in Subsection 6.2.4, we supply the pixel positions for each embedding
as additional features to the clustering algorithms. This way, distinct object
instances with the same appearance may be separated into different clusters. As
Figure 6.21 illustrates, this clearly improves scores for both classes.
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Figure 6.21: Using pixel positions as additional input to the clustering
algorithm.

Upscaling
Per default, we predict classes and embeddings on a feature map resolution that
is 16 times smaller than the input image. To evaluate our results on the ground
truth, we scale them back up to the image resolution using nearest neighbor
upsampling. As explained in Subsection 6.2.2, predicting on lower resolution
feature maps limits the performance scores we can achieve. However, it might be
possible to rectify this effect by using more intricate ways of scaling our results
back up to the image resolution.
Here, we explore the following strategy: For each cluster, we take the class
predictions for its pixels and scale them up to the full image resolution using
bilinear upsampling. We then consider any pixel in the resulting feature map that
has a value above 0.5 as belonging to the object. Figure 6.22 shows qualitative
results for this strategy. Objects benefit from more precise shapes and look more
visually pleasing.
However, by using bilinear upsampling, we might violate the guarantee that
masks for object instances must be disjoint, since interpolating between disjoint
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Figure 6.22: Qualitative results with bilinear instead of nearest neighbor
upsampling. Top: nearest neighbor, bottom: bilinear upsampling.
class predictions can yield values above 0.5 for the same pixel. Note that this
cannot happen for nearest neighbor upsampling: There is only a single nearest
neighbor from the lower resolution class predictions for each pixel in the upscaled
image. We therefore need to apply an additional step where we assign each
pixel to the instance for which it gets the highest class prediction confidence
after upsampling. Figure 6.23 gives quantitative results. Scores using bilinear
upsampling are somewhat higher, but not by much. The effect thus remains
mostly cosmetic. We conclude that we are still limited by the theoretical limit
discussed in Subsection 6.2.2.
Dealing with Single Clusters
Finally, we note that our method struggles especially when only a single cluster
is present in a frame. While these clusters usually get matched correctly to the
instances in adjacent frames, only few of the pixels in a frame are assigned to them
and most pixels are clustered as noise. We hypothesized that this is a particular
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Figure 6.23: Comparing results for nearest neighbor and bilinear upsampling. Bilinear upsampling requires an additional step for making
predicted masks disjoint.
weakness of HDBSCAN for datasets containing a single cluster and applied a
“hack” for dealing with this: If only a single cluster is found in a frame, all pixels
having a detection confidence larger than 0.5 for the class in question are assigned
to this cluster. See Figure 6.24 for an illustration of this procedure.

Figure 6.24: Qualitative results for our hack to deal with single clusters.
This is a very ad-hoc solution, which is also why we do not apply it in other
experiments. A more principled approach would be to improve certain aspects of
the HDBSCAN algorithm that lead to this error. Even this simple hack, however,
greatly improves results, cf. Figure 6.25.
Cars

Pedestrians

Without hack

30

28

26

24

65.0

62.5

60.0

57.5

sMOTSA

55.0

With hack

Figure 6.25: Applying a special procedure whenever single clusters are
predicted.

6.3 MOTS using Space-Time Votes
We propose another extension to the system for multi-object tracking and segmentation introduced in the previous section. This is motivated by one of the
limitations of our method: As it is not feasible to cluster on the whole video
sequence, we need to cluster per frame and then match clusters between frames,
introducing a data association step. In the previous section, we solved this by
comparing distances between cluster representatives. Instead, we would like our
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network to predict these associations for us. We will approach this here by letting
pixels vote for the center of the object instance they belong to in other frames.
Figure 6.26 shows an overview of our method with this extension.
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Figure 6.26: Extending the proposed method with space-time votes. We
add an additional prediction branch that predicts if and where an
object occurred in the previous frame(s) to the system from Figure 6.1.
Predicting the direction to the instance center for a pixel is an existing approach
and has been used to obtain instance segmentation in images e.g. in [KGC18,
CWW18]. We extend this by not only predicting the instance center in the current
frame but also in previous frames in the batch. This way, we hope to get a strong
cue for matching instances from different frames into tracks.

6.3.1 Voting for Instance Centers in the Current Frame
We begin by evaluating the feasibility of object center predictions for the current
frame. For this, we still use matching of cluster representatives and only add
more predictions to our network which point towards the instance center. We
implement this by predicting, for each pixel, two additional numbers indicating
the distance of this pixel to the instance center in x and y direction respectively.
These predictions can be trained using a standard l1 regression loss. Here, the
instance center is defined via the center of mass of the object mask, i.e. the average
position of pixels in the mask. At test time, we can obtain the predicted instance
center by simply adding the pixel positions to these direction predictions. We use
these as additional features in our clustering space, similar to how we used the
raw pixel positions (see Subsection 6.2.4).
Figure 6.27 shows results where we either predicted embeddings only, instance
centers only (i.e. disabling either of the two branches during training and testing)
or both at the same time. While predicted instance centers alone do not appear to
be a strong cue for multi-object tracking and segmentation, they improve results
a little bit when being trained jointly with pixel embeddings.
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Figure 6.27: Predicting the instance center in the current frame. Finetuning of a single Mapillary pretrained model that was also trained
for predicting instance centers.

Figure 6.28: Qualitative results for the proposed method with center predictions for the current frame. Directions are visualized in the
HSV color space.
Figure 6.28 illustrates model predictions obtained in this scenario. Here, the
two-dimensional direction vectors for each pixel were visualized in the HSV color
space, where e.g. red indicates a direction to the right and green indicates a
direction to the lower left. Color intensity indicates magnitude (the distance to
the instance center from this pixel). It is indeed possible to identify individual
instances via their predicted instance centers.
Loss Weighting Factor
Similar to previous experiments with TrackR-CNN and the embedding loss of our
proposed method, we investigate the impact of multiplying the regression loss for
instance center predictions with different weighting factors. Thus, our total loss
becomes
LTotal = LClass + 0.1 · LEmbedding + γ · LRegression .
Figure 6.29 shows our results for different choices of γ. For cars, there is a
clear trend towards giving this loss a lower weight compared to the others. For
pedestrians, a weight of γ = 0.1 seems to be optimal. As a compromise, we choose
a factor of γ = 0.001 in all other experiments.
Other Regression Losses
We compare several standard regression losses for predicting instance centers in
Figure 6.30. Our default choice, the l1 loss, is robust towards outliers but only
sub-differentiable. The most immediate alternative, an l2 loss, strongly penalizes
outliers, while the Huber loss, a piece-wise combination of the two, provides a
compromise. We stick with the l1 regression loss, which gives the best results.
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Figure 6.29: Different loss weighting factors γ for the regression loss.
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Figure 6.30: Different regression losses for predicting the instance center
in the current frame.
Notion of Object Center
Finally, we can use another notion of what constitutes the center of a segmentation
mask. Instead of using the center of mass, we might also use the center of the
axis-aligned bounding box which encloses the mask. Figure 6.31 shows that the
latter is clearly inferior for pedestrians but similar in performance for cars.
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Figure 6.31: Different notions of instance centers.

6.3.2 Voting for Instance Centers in the Previous Frames
We now add predictions for the instance centers in previous frames to our network,
i.e. the additional prediction branch from Figure 6.26 is augmented with three
more feature maps for each past frame we want to consider. Two feature maps
are used to regress instance centers in x and y direction as before. Since an object
need not appear in every frame, we also need to predict whether it previously
existed at all. Thus, we use the third feature map per past time frame to predict
such an indicator for each pixel, which we train using a standard cross-entropy
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loss. Since the instance center for pixels whose object did not appear previously
is not well-defined, we only apply the regression loss if the object existed.
At test time, we exploit the fact that our method now predicts the data
association for us. Again, we cluster embeddings per frame. For each cluster,
we then compute the average indicator predictions for each past frame: If the
best of these averages is below a threshold of 0.5, this cluster starts a new track.
Otherwise, the average center predicted for the cluster’s pixels in that frame is
calculated and the cluster is then matched to the instance from that previous
frame which is closest to this predicted center. Since predictions are necessarily
noisy, multiple clusters may point towards the center of the same object in a
previous frame. We resolve such ambiguities using a Hungarian matching step
based on the distances between predicted and actual centers. Clusters whose
predicted previous center is very far from any object center in the previous frames
start new tracks. In addition, we need to supply context frames from the previous
batch to our network at test time since our method will always predict new tracks
at batch boundaries otherwise.
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Figure 6.32: Predicting the instance center in the previous frame.

Figure 6.32 shows the main results for this extension. Using predicted associations significantly degrades scores compared to our standard approach of matching
cluster representatives. This is the case for both cars and pedestrians. Indeed,
scores degrade further the more past frames for associations are used. We conclude
that our extension is not helpful and that pixel embeddings provide the best cue
for multi-object tracking and segmentation here.
Figure 6.33 shows some predictions obtained this way. Both the indicator (“Did
the object exist in the previous frame?”) and the regression predictions (“Where
was the object’s center?”) are shown for three consecutive frames. The cars in
this scene move towards the center of the frame so the correct target is somewhat
below and to the right of the current instance center. This can also be observed in
the predictions. However, this offset is also predicted at the batch boundary (the
first image), even though no instance existed in the previous frame yet. Here, the
indicator predictions correctly identify that neither object occurred previously.
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Figure 6.33: Qualitative results for voting towards instance centers in
the previous frame. The upper row shows predictions on whether
the object for that pixel existed one frame into the past, where white
means yes and black means no. Directions are visualized as before.
Loss Weighting Factor
Again, we also evaluate different loss weighting factors for the classification loss
that trains the indicator predictions on whether an object existed previously. Per
default, we use a factor of 0.1. The regression loss weighting factor remains the
same as for center predictions in the current frame (γ = 0.001). We also continue
to use a factor of λ = 0.1 for the embedding loss. Other choices are compared in
Figure 6.34. A somewhat better choice for the indicator loss may be 1.0, although
further improvements may be possible with a finer-grained evaluation.
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Figure 6.34: Different loss weighting factors for the classification loss to
predict whether an instance existed in the previous frame.
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Conclusion

This thesis has discussed the new task of multi-object tracking and segmentation,
first by relating it to existing tasks in Chapter 2 and contributing to the paper
[VKO+ 19], as described in Chapter 3. Additional evaluations of the technique
described in that paper were provided in Chapter 4. Afterwards, new directions
for evaluating the MOTS task were explored in Chapter 5. Finally, Chapter 6
described a fully pixel-based approach towards MOTS and also evaluated a
technique to directly predict data association information per pixel.
When comparing the two methods for MOTS discussed in this thesis - TrackRCNN and the method presented in Chapter 6 - it is evident that box-proposals
significantly outperform pure pixel-based approaches for now. While it is conceptually desirable to drop the notion of boxes completely and even though the heavy
two-stage proposal architecture means that TrackR-CNN is the slower of the two
approaches, the difference in their sMOTSA scores is significant.
There are several reasons for this. First, learned pixel embeddings do not seem
to be strong enough for consistent tracking or even just instance segmentation
of a single image. This cannot be overcome, even when tuning different losses,
embedding dimensions and other parameters as shown in Chapter 6. The success of pixel-based methods is limited, secondly, due to the low resolution on
which pixel-wise predictions have to be made on current hardware. Memory and
computation constraints simply do not allow for computation at the full input
resolution. This is problematic especially for small, far away objects. Pixel-wise
predictions are, thirdly, limited by existing clustering algorithms, which either
require parametrization that is difficult to supply for this task or scale badly with
the massive amount of data points we would like to cluster in MOTS.
Nevertheless, there is also a natural limit to what box-proposal-based approaches
can achieve: Here, small boxes, e.g. resulting from heavily occluded object masks,
are covered by fewer proposal boxes and thus usually receive lower recall. Any set
of box-proposals also requires a non-maximum suppression step which can easily
prune away objects with very similar bounding boxes as in Figure 3.1. Finally,
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segmenting bounding boxes for tracking remains difficult, even using ground truth
boxes, as shown in Table 3.1.
There are now several directions for future research in the area of multi-object
tracking and segmentation. Through some straightforward extensions it should be
possible to further improve results for TrackR-CNN. The quality of predicted masks
may be improved by using more accurate segmentation networks like DeepLabV3+.
These might be applied as a post-hoc step or in some way integrated into the
TrackR-CNN network. The latter would be preferable, so that mask predictions
can benefit from context information. Furthermore, results may be improved by
using much more intricate tracking approaches like MHT. These can also integrate
motion modeling, whereas the approaches discussed in this thesis were purely
appearance based.
In order to ultimately move from box to pixel-based techniques, it will be
necessary to develop more powerful clustering algorithms. These should ideally be
able to work with several millions of pixel embeddings at once, so that clustering
can be used to solve the association problem over an entire video sequence. These
algorithms could also be extended to utilize the temporal nature of the data and to
work with clusters that change over time. Some work towards this has been done
in the area of streaming clustering (see e.g. [GMMO00]), but these algorithms
cannot be used with our amount of data and parameter requirements, yet. It
could also be explored whether the clustering step could be more tightly coupled
with the neural network used for predicting pixel embeddings. A recent approach,
also initially considered for this thesis, implements some steps of the mean shift
clustering algorithm as differentiable neural network layers, such that gradients
can be computed also throughout the clustering step, see [KF18]. However, a
previous thesis project has found this approach to be ineffective, so it was not
considered further for this thesis.
Two ways of incorporating temporal information in a neural network for visual
processing have been explored in this thesis: 3D convolutions and convolutional
recurrent layers like ConvLSTM. Other techniques might also be used. In particular, deformable convolutions (see [DQX+ 17]) might be used to obtain a much
higher temporal receptive field than regular 3D convolutions. They first predict
which nearby positions might be relevant for a given pixel and a convolution
is then computed over these positions (unlike regular convolutions, where only
adjacent positions are considered and unlike atrous convolutions, that use a fixed
grid of positions). This has been applied for object detection in video to cope
with longer-term occlusions in [BTS18]. A similar technique might be used to
replace the 3D convolutions used in TrackR-CNN and the method in Chapter 6.
Another prospect for future work might be to improve upon the idea of spacetime voting. For example, a cross-correlation layer (as described in FlowNet
[DFI+ 15] or FEELVOS [VCS+ 19]) could be used to re-identify pixel embeddings
for the same object in different frames. The result of such a cross-correlation

66

Chapter 7. Conclusion
search could be used as additional input to improve the prediction of space-time
votes.
Further progress on MOTS will also depend on the quality of evaluation metrics.
sMOTSA is a good choice for now, since it scores segmentation and tracking
quality with a single number. For methods that produce few to no ID switches, a
mask IoU based extension of IDF1 might be an alternative option. As explained
in Chapter 5, ID switches are, however, a common and very noticeable failure
case. Strongly penalizing ID switches while at the same time counting all true
positives, as in the presented DR metrics, is therefore desirable. Further work
must be conducted on how these metrics might be improved to consider all kinds
of ID switches.
Finally, almost all machine learning techniques benefit from more annotated
training data (see e.g. the improvements from pretraining on Mapillary in Subsection 6.2.5). Another step will therefore be to produce more data for the MOTS
task by annotating more bounding box-based multi-object tracking datasets or
working with video instance segmentation data like ApolloScape [HCG+ 18].
In conclusion, we hope that this thesis will stimulate further research into
multi-object tracking and segmentation and will also offer insights for future
researchers who want to move from box-based to purely pixel-based approaches.
The MOTS task is far from solved and many more techniques for solving it will
be published in the coming years.
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